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1.  Non-parametric and parametric tests of experimental 
treatments 
 
 
1.1.  Introduction 
 
This Section is concerned with the testing of treatment effects.  In many experimental 
contexts, the testing of a treatment effect is all that is required.  The usual approach to such 
a test is the between-sample approach.  Here, the sample has been divided into two groups, 
the treatment group, to whom the treatment has been applied, and the control group, to 
whom no treatment has been applied.  An outcome variable has been recorded for each 
subject.  The central question that is being addressed is whether the treatment influences 
the outcome. 
 
The alternative to the between-sample approach is the within-sample approach, in which 
each subject is observed both before and after the treatment.  This approach, although 
superior in certain ways, is less common in experimetrics. 
 
Restricting attention to the between-sample approach, there are many different ways in 
which such a test can be performed.  A broad division is between parametric and non 
parametric tests.  Both types of test have advantages and disadvantages. 
 
A test always has a null hypothesis and an alternative hypothesis.  The null hypothesis is 
generally the hypothesis that there is no effect.  The alternative hypothesis is that there is an 
effect.  The p-value of the test represents the strength of evidence in favour of the 
alternative.  Some textbooks have suggested the following rules-of-thumb: if p<0.10, there is 
mild evidence of an effect; if p<0.05, there is evidence; if p<0.01, there is strong evidence; if 
p<0.001, there is overwhelming evidence. 
 
Note that, in addition to considering whether there is an effect, and the strength of evidence 
of the effect, none of this is any use without also reporting the direction of the effect. 
 
 
1.2.  Example Data 
 
The various tests will be illustrated in the context of the “hold-up problem”, using for 
demonstrative purposes the data set from the experiment conducted by Ellingsen and 
Johannesson (2004).  This data set is available in the STATA file holdup. 
 
There are two players: “seller” and “buyer”.  The game consists of three stages: 
 
1. The seller is given 60 kronor (around €9), and has the opportunity to invest it in order 

to create the greater amount of 100 kronor (around €14).  Note that this is a 
dichotomous choice: either he invests 60, or he does not invest at all. 

 
2. If the seller has invested, the buyer proposes how to split the 100 kronor between the 

two players. 
 
3. The seller chooses whether to accept the buyer’s proposal, realising the proposed 

split, or to reject it.  If the seller rejects, both parties receive zero, leaving the seller with 
as net loss of 60. 
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Given conventional assumptions of self-interest, the unique subgame perfect equilibrium 
outcome is that the seller chooses not to invest.  Why?  At the last stage of the game, the 
seller should accept any proposal that gives him more than 0 kronor.  Hence there is no 
reason for the buyer to offer any more than 1 krona.  Hence the seller expects to lose 59 
kronor if he invests.  So it is irrational for the seller to invest. 
 
As usual, experimental findings cast serious doubt on the theory: about one third of sellers 
choose to invest, and they often benefit from doing so. 
 
Ellingsen and Johannesson (2004) focus on the effect of communication between buyer and 
seller.  To this end, they consider three treatments: 
 
Treatment 1 (T1): No communication except the actions themselves. 
 
Treatment 2 (T2): Buyer can send a message to seller, before seller makes an 

investment decision (presumably, a message of the form “I am a 
principled person; if you reveal your trust in me by investing, I 
promise to reward you”) 

 
Treatment 3 (T3): Seller can send a message to buyer, along with the investment 

decision.  (Presumably, the wording would be along the lines of “I am 
investing because I trust you, even though I do not know who you 
are.  However, I am also vengeful; If you betray me, I will find out 
who you are and exact my revenge in an extreme way.”) 

 
Clearly, the purpose of Treatment 2 is to assess the impact of promises, while Treatment 3 
is to assess the impact of threats. 
  
Of course, neither promises nor threats alter the theoretical prediction of no investment.  The 
issue is whether they have an impact on the actual decisions of either sellers or buyers. 
 
 

1.3.  The Chi-squared Test 

Research Question 1: What impact does communication have on the seller’s decision of 
whether to invest? 
 
Here, we simply look at the proportion of investors for each treatment.  The best way to look 
at these is in a cross-tabulation: 
 
 

tab invest  treatment , col chi2 

 

+-------------------+ 

| Key               | 

|-------------------| 

|     frequency     | 

| column percentage | 

+-------------------+ 

 

   sellers | 

investment | 

 decision: | 

      1 if | 

 invest; 0 |            treatment 

    if not |         1          2          3 |     Total 
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-----------+---------------------------------+---------- 

         0 |        26         14         12 |        52  

           |     65.00      46.67      36.36 |     50.49  

-----------+---------------------------------+---------- 

         1 |        14         16         21 |        51  

           |     35.00      53.33      63.64 |     49.51  

-----------+---------------------------------+---------- 

     Total |        40         30         33 |       103  

           |    100.00     100.00     100.00 |    100.00  

 

          Pearson chi2(2) =   6.1788   Pr = 0.046 

 
Note that there are 103 pairs of subjects in the experiment.  The overall proportion of 
investors is very close to 50%.  However, there appear to be major differences between 
treatments: the proportion of investors is highest in Treatment 3 (64%) and lowest in 
Treatment 1 (35%).  This tells us that communication does have a favourable impact on the 
investment decision, especially communication in the form of the seller himself being in a 
position to make a threat (although we shall return later to the difference between the two 
types of communication). 
 
To assess whether this difference between treatments is statistically significant, we conduct 
a chi-squared test, by including the “chi2” option in the STATA command above.  We see 
that the p-value of this test is 0.046, indicating that there is evidence (although not strong 
evidence) that communication has an impact on the investment decision.   
 
For completeness, let us briefly consider how the chi-squared statistic is computed.  We 
need to ask what we would expect the numbers in the table above to be if the null 
hypothesis were true (i.e. if there really were no effect of treatment).  The answer is: 
 

Expected frequencies: 
 

           |            treatment 

    invest |         1          2          3 |     Total 

-----------+---------------------------------+---------- 

         0 |    20.196    15.147      16.6617|        52  

           |     50.49      50.49      50.49 |     50.49  

-----------+---------------------------------+---------- 

         1 |    19.804    14.853      16.3383|        51  

           |     49.51      49.51      49.51 |     49.51  

-----------+---------------------------------+---------- 

     Total |        40         30         33 |       103  

           |    100.00     100.00     100.00 |    100.00  

 
 
We label the numbers in the first table O (for observed) and those in the second (E) for 
expected, and we compute the following sum over the six cells in the table: 
 

     
      

 
 

 

  
            

      
 

            

      
 

            

      
 

            

      
 

             

       
 

             

       
 

       
 

The test statistic has a 2 distribution under the null hypothesis of no effect.  What are the 
degrees of freedom?  Here we need to ask how many of the six entries in the table are 
“free”.  Notice that if you fix the three entries in one of the rows, the remaining three entries 
in the other row are determined (by the column totals); also, if you fix two of the entries in a 



6 

 

row, the third is determined (by the row total).  This means that there are only two free 
numbers in the table, and this is the degrees of freedom for the test.  Generally, if the cross-
tabulation has m rows and n columns, the degrees of freedom for the chi-squared test is (m-
1)(n-1). 
 

Recall the critical values of the 2 distribution: 
 

degrees of 
freedom 

5% point of 

2 

1 3.84 
2 5.99 
3 7.82 
4 9.49 
5 11.07 
6 12.59 

 

Here, we reject H0 if 2>5.99, which it is.  As previously noted, this tells us that we have 
evidence of a difference between treatments. 
 

The p-value is the area to the right of the test statistic under the 2(2) distribution.  i.e. p-

value = P(2(2) > 6.1788).  The p-value being slightly less than 0.05 is consistent with the 
test statistic being slightly to the right of the 0.05 critical value.  Note that this p-value may be 
computed exactly using =CHIDIST(6.1788,2) in Excel.  This gives the same answer as 
STATA, of 0.046. 
 
We have established that communication does have an effect on the seller’s decision to 
invest.  However, we still need to establish whether one type of communication is more 
effective than the other. 
 
Research Question 2: Do the two different types of communication have differing effects on 
the seller’s decision of whether to invest? 
 
This requires a chi-squared test again, but using only Treatments 2 and 3, i.e. using only two 
of the three columns of the contingency table: 
 
. tab invest  treatment if treatment!=1 , chi2 col 

 

   sellers | 

investment | 

 decision: | 

      1 if | 

 invest; 0 |       treatment 

    if not |         2          3 |     Total 

-----------+----------------------+---------- 

         0 |        14         12 |        26  

           |     46.67      36.36 |     41.27  

-----------+----------------------+---------- 

         1 |        16         21 |        37  

           |     53.33      63.64 |     58.73  

-----------+----------------------+---------- 

     Total |        30         33 |        63  

           |    100.00     100.00 |    100.00  

 

          Pearson chi2(1) =   0.6882   Pr = 0.407 
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Note that the stata command contains “if treatment!=1” which means “if treatment is not 
equal to 1”, and results in the test being applied to a comparison of treatments 2 and 3. 
 
While the percentage investing in T3 (63.64%) is somewhat higher than the percentage in 
T2 (53.33%), the chi-squared test reveals that there is no evidence of a difference between 
these.  We therefore have no evidence that the two forms of communication differ in 
effectiveness with respect to the seller’s decision. 
 
1.4.  Parametric tests of treatment effects 
 
Let us now progress to the decision of the buyer, given that the seller has invested.  Unlike 
the seller’s decision which is dichotomous, the buyer’s decision is represented by an amount 
of money – the amount which she offers to return to the seller. 
 
Since 51 of the sellers invested, we have 51 observations on the buyer’s decision.  The 
distribution of these 51 offers is shown below: 
 
hist offer 
 

 
 
Note that the modal buyer’s offer is 80, indicating the tendency of the buyer to return the 
investment of 60 to the seller, and in addition to split the profit of 40 evenly.  However, some 
buyers offer amounts considerably below this, resulting in net losses for the seller. 
 
Again we are interested in any differences between treatments, and it is natural to compare 
“average” offers between the three treatments.  The following table shows the mean offer by 
treatment: 
 
. table  treatment, contents(n offer mean offer) 

 

------------------------------------ 

treatment |    N(offer)  mean(offer) 

----------+------------------------- 

        1 |          14     48.57143 

        2 |          16           70 

        3 |          21     63.33333 

------------------------------------ 
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Firstly, note that the cases in which no investment was made have been excluded from this 
table.  This is because, when no investment is made, the offer is coded as a missing value (. 
in STATA).  Please recognise the importance of this.  A common mistake is to code missing 
observations as zeros – this would be very misleading here, since it would impose a severe 
downward bias on the mean offer. 
 
Secondly, note that there appear to be differences between treatments, with communication 
tending to increase offers, this time with promises (T2) being more effective than threats 
(T3). 
 
Again we need to consider whether these differences are statistically significant.  There are 
three comparisons to be made: 
 
Research Question 3: What is the effect of seller communication (threats) on the buyer’s 
offer?  (T3 vs T1) 
 
Research Question 4: What is the effect of buyer communication (promises) on the buyer’s 
offer?  (T2 vs T1) 
 
Research question 5: Do the two forms of communication differ in their impact on buyer’s 
offers?  (T3 vs T2) 
 
There are a number of possible ways to address these questions. 
 
The independent samples t-test (or 2-sample t-test) 
 
We are comparing two samples.  Let us assume that the first sample comes from a 

population with mean µ1 and standard deviation 1, while the second sample comes from a 

population with mean µ2 and standard deviation 2. 
 
We wish to use the information in the two samples to test the null hypothesis: 
 
H0:  µ1  = µ2 
 

against the alternative  H1:  µ1   µ2. 
 
The information in the two samples is in the form of sample sizes n1 and n2, sample means 

    and    , and sample standard deviations s1 and s2. 
 
The 2-sample t-test statistic is based on the straightforward difference between the two 
sample means: 
 

   
       

   
 

  
 

 

  

 

 
where sp (the pooled standard deviation) is just a weighted average of the two individual 
sample standard deviations: 
 

     
        

          
 

       
 

 
The pooled standard deviation (sp) is used when it is assumed that the two populations have 

the same variance, i.e. that 1 = 2.  If there are reasons for not assuming this, there is also 
an “unequal variances” version of the test. 
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Given that certain assumptions are met, the t-statistic presented above has a t(n1+n2-2) 
distribution under the null hypothesis. 
 
Let us apply the test to Research question 3 (seller communication): 
 
. ttest offer if treatment!=2, by(treatment) 

 

Two-sample t test with equal variances 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       1 |      14    48.57143    8.619371    32.25073    29.95041    67.19245 

       3 |      21    63.33333    4.230464    19.38642    54.50874    72.15793 

---------+-------------------------------------------------------------------- 

combined |      35    57.42857    4.383753    25.93463    48.51971    66.33743 

---------+-------------------------------------------------------------------- 

    diff |            -14.7619    8.711774               -32.48614    2.962333 

------------------------------------------------------------------------------ 

    diff = mean(1) - mean(3)                                      t =  -1.6945 

Ho: diff = 0                                     degrees of freedom =       33 

 

    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 

 Pr(T < t) = 0.0498         Pr(|T| > |t|) = 0.0996          Pr(T > t) = 0.9502 

 
The test statistic is –1.6945, which is compared with the t(33) distribution.  This is done for 
us.  Various p-values are shown in the final row of the results.  The “2-tailed p-value” is seen 
to be 0.0996.  This represents mild evidence of a difference between the two treatments (1 
and 3).   
 
In this situation, we have a prior belief about the direction of the effect: we expect seller 
communication to have a positive effect on buyer offer.  For this reason we only reject the 
null if the statistic is in the lower tail of the distribution, and we divide the p-value by 2, giving 
0.0498.  This is the p-value shown on the left.  Note that having a prior belief allows us to 
interpret the evidence as being stronger, and we are able to upgrade the evidence from “mild 
evidence” to simply “evidence”. 
 
As noted above, there is a version of the test that can be used if the two population 
variances are not assumed to be equal.  This just requires the “unequal” option: 
 
 

. ttest offer if treatment!=2, by(treatment) unequal 

 

 

Two-sample t test with unequal variances 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       1 |      14    48.57143    8.619371    32.25073    29.95041    67.19245 

       3 |      21    63.33333    4.230464    19.38642    54.50874    72.15793 

---------+-------------------------------------------------------------------- 

combined |      35    57.42857    4.383753    25.93463    48.51971    66.33743 

---------+-------------------------------------------------------------------- 

    diff |            -14.7619    9.601583               -34.83782    5.314009 

------------------------------------------------------------------------------ 

    diff = mean(1) - mean(3)                                      t =  -1.5374 

Ho: diff = 0                     Satterthwaite's degrees of freedom =    19.29 

 

    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 

 Pr(T < t) = 0.0702         Pr(|T| > |t|) = 0.1404          Pr(T > t) = 0.9298 

 
Note that the evidence is down-graded to “mild” as a consequence of not assuming equal 
variances.  This is a common experience in hypothesis testing; the less that we can assume 
before conducting a test, the weaker the evidence is likely to be. 
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If you really wish to know whether you can assume equal variances, conduct a variance-ratio 
test, as follows: 
 
. sdtest offer if treatment!=2, by(treatment) 

 

Variance ratio test 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       1 |      14    48.57143    8.619371    32.25073    29.95041    67.19245 

       3 |      21    63.33333    4.230464    19.38642    54.50874    72.15793 

---------+-------------------------------------------------------------------- 

combined |      35    57.42857    4.383753    25.93463    48.51971    66.33743 

------------------------------------------------------------------------------ 

    ratio = sd(1) / sd(3)                                         f =   2.7675 

Ho: ratio = 1                                    degrees of freedom =   13, 20 

 

    Ha: ratio < 1               Ha: ratio != 1                 Ha: ratio > 1 

  Pr(F < f) = 0.9801         2*Pr(F > f) = 0.0398           Pr(F > f) = 0.0199 

 
This unfortunately tells us that there is evidence a difference in variances between 
treatments 1 and 3. 
 
The 2-sample t-test is applied to the other two research questions.  Results from all three are 
shown below: 
 
  2-tailed p-value (equal 

variances) 

Q3 no comm. (T1) vs. seller comm. (T3) 0.0996 

Q4 no comm. (T1) vs. buyer comm. (T2) 0.0250 

Q5 seller comm. (T3) vs. buyer comm. (T2) 0.2673 

2-tailed p-values from 2-sample t-tests for treatment effects on buyer’s offer. 
 
 
The assumption of normality 
 
As remarked above, the 2-sample t-test relies on quite strong assumptions about the data.  
Most importantly, unless the two samples happen to be “large”, it is required that the two 
populations are normally distributed.  The histogram of offers shown above illustrates a 
feature of much social preference data: it is highly skewed (and sometimes multi-modal as 
well), and therefore the normality assumption is unlikely to be met. 
 
Just to confirm this, we can apply the “skewness/kurtosis” test for normality, by treatment.  
We see that normality is rejected in Treatments 1 and 2, strongly in the latter. 
 
. sktest  offer if  treatment==1 

 

                    Skewness/Kurtosis tests for Normality 

                                                         ------- joint ------ 

    Variable |    Obs   Pr(Skewness)   Pr(Kurtosis)  adj chi2(2)    Prob>chi2 

-------------+--------------------------------------------------------------- 

       offer |     14      0.5120         0.0088         6.52         0.0383 

 

. sktest  offer if  treatment==2 

 

                    Skewness/Kurtosis tests for Normality 

                                                         ------- joint ------ 

    Variable |    Obs   Pr(Skewness)   Pr(Kurtosis)  adj chi2(2)    Prob>chi2 

-------------+--------------------------------------------------------------- 

       offer |     16      0.0003         0.0012        16.65         0.0002 

 

. sktest  offer if  treatment==3 
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                    Skewness/Kurtosis tests for Normality 

                                                         ------- joint ------ 

    Variable |    Obs   Pr(Skewness)   Pr(Kurtosis)  adj chi2(2)    Prob>chi2 

-------------+--------------------------------------------------------------- 

       offer |     21      0.2886         0.6833         1.42         0.4918 

 
1.5.  Non-parametric tests of treatment effects 
 
The Mann-Whitney Test 
 
A test for comparing two samples which does not rely on any assumptions (such as 
normality of the data) is the Mann-Whitney U Test.  Because no assumptions are made, it is 
classed as a non-parametric test.   
 
Basically, all of the observations from both samples are ranked by their value, with the 
highest rank being assigned to the largest value, and with ranks averaged in the event of a 
tie.  Then the sum of ranks are found for each sample, and compared.  The test is based on 
this comparison. 
 
The test is carried out in STATA using the ranksum command.  The following compares T1 
and T3. 
 
 

. ranksum  offer if treatment~=2, by( treatment) 

 

Two-sample Wilcoxon rank-sum (Mann-Whitney) test 

 

   treatment |      obs    rank sum    expected 

-------------+--------------------------------- 

           1 |       14       220.5         252 

           3 |       21       409.5         378 

-------------+--------------------------------- 

    combined |       35         630         630 

 

unadjusted variance      882.00 

adjustment for ties      -26.56 

                     ---------- 

adjusted variance        855.44 

 

Ho: offer(treatm~t==1) = offer(treatm~t==3) 

             z =  -1.077 

    Prob > |z| =   0.2815 

 
 
  2-sample t-test Mann-Whitney test 

Q3 T1 vs. T3 0.0996 0.2815 

Q4 T1 vs. T2 0.0250 0.0886 

Q5 T3 vs T2 0.2673 0.1765 

2-tailed p-values from 2-sample t-tests and Mann-Whitney tests 
 
 
1.6.  The Bootstrap 
 
We have introduced the Mann-Whitney test as a non-parametric analogue to the 2-sample t-
test, indicating that the former may be preferred in situations in which one doubts the 
assumption of normality of the data.  However, one drawback of non-parametric tests of this 
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type is that they are based solely on the ordinality of the data, and hence they completely 
disregard the (possibly) rich cardinal information in the data. 
 
The “bootstrap” technique (Efron and Tibshirani, 1993) provides a means of conducting a 
parametric test such as the 2-sample t-test (which definitely respects cardinality), without 
making any assumptions about the distribution of the data. 
 
This technique was appled by Ellingsen and Johannesson (2004) to their hold-up data.  We 
will attempt to reproduce their results below. 
 
A Bootstrap test consists of the following stages: 
 

1. Apply the parametric test on the data set, obtaining a test statistic,   . 
2. Generate a healthy number, B, of “bootstrap samples”.  These are samples of the 

same size as the original sample.  They are also drawn from the original sample, but 
the key point is that they are drawn with replacement.  For each bootstrap sample, 

compute the test statistic,    
         . 

3. Compute the standard deviation sB of the bootstrap test statistics    
         . 

4. Obtain the new test-statistic         . 

5. Compare    against the standard normal distribution in order to find the “bootstrap p-
value”. 

 
The following command applies the bootstrap 2-sample t-test to Research Question 3 (T3 
vs. T1): 
 
bootstrap t=r(t), nodots rep(10000) :  ttest offer if treatment!=2, by(treatment) 

 

Bootstrap results                               Number of obs      =        73 

                                                Replications       =     10000 

 

      command:  ttest offer, by(treatment) 

            t:  r(t) 

 

------------------------------------------------------------------------------ 

             |   Observed   Bootstrap                         Normal-based 

             |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

           t |  -1.694477   1.146972    -1.48   0.140    -3.942501    .5535463 

------------------------------------------------------------------------------ 

 
A useful thing to do when learning this technique is to add the “saving” option to the 
bootstrap command: 
 
bootstrap t=r(t), nodots rep(10000) saving("C:\hello.dta", replace):  ttest offer if 

treatment!=2, by(treatment) 

 
When this option is used, the bootstrap test statistics    

               are stored in the 

new data set “hello”.  We can then investigate the distribution of the 10,000 bootstrap test 
statistics: 
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. summ t 

 

    Variable |       Obs        Mean    Std. Dev.       Min        Max 

-------------+-------------------------------------------------------- 

           t |     10000   -1.713335    1.146972  -9.074578   3.144197  
 
Note in particular that the standard deviation of these 10,000 numbers is the “bootstrap 
standard error” that appears in the results table from the bootstrap command shown above. 
 
We can now add the bootstrap column to the table of test results for research questions 3-5.  
We shall also add the results from Table 2 of Ellingsen and Johannesson (E&J) for 
comparison. 
 
  2-sample t-test Mann-Whitney test Bootstrap E&J 

Q3 T1 vs. 
T3 

0.0996 0.2815 0.140 0.125 

Q4 T1 vs. 
T2 

0.0250 0.0886 0.045 0.017 

Q5 T3 vs T2 0.2673 0.1765 0.289 0.229 

2-tailed p-values from: 2-sample t-tests; Mann-Whitney tests; our bootstrap tests; bootsrap tests 
reported by Ellingsen and Johannesson (2004). 

 
Comparing the final two columns of the table, we see that our results are of the same order 
of magnitude as those of E&J, and we agree with them that the comparison of T1 and T2 
(buyer communication) is the only one that shows a significant effect.  However, it seems 
that our p-values are all somewhat larger than the corresponding p-values of E&J, and this 
calls for deeper investigation. 
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1.7  Tests comparing entire distributions 
 
Forsythe et al. (1994) set out to test whether fairness alone can explain proposers’ 
willingness to give to their opponent in simple bargaining games.  They do this by subjecting 
one group to an ultimatum game, and the other group to a dictator game.  The basic idea is 
that, if giving is the same in both, then fairness is the only explanation for giving.  If giving is 
greater in the ultimatum game, then other factors must be influencing the decision (e.g. fear 
of the offer being rejected). 
 
The tests that they favour are based on a comparison of the entire distributions of proposals 
under the two treatments, rather than a comparison of a particular characteristic of the 
distribution such as mean or variance.  This is because (Forsythe et al., p.351): 
 
“…conventional theory predicts that proposals will be concentrated at a single point…  Since 
theory does not predict a distribution of proposals, it provides no guidance about which 
functionals of the distribution should be tested.  Invariance of the entire distribution has the 
appealing property of implying that all functionals are invariant.” 
 
Tests that make comparisons of entire distributions include: 
 
The Kolmogorov-Smirnoff test (ksmirnov in STATA) 
The Epps-Singleton test (escftest in STATA) 
 
The data is contained in the file Forsythe. 
 
Results are: 
 
. ksmirnov y, by( dic_ult) 

 

Two-sample Kolmogorov-Smirnov test for equality of distribution functions 

 

 Smaller group       D       P-value  Corrected 

 ---------------------------------------------- 

 1:                  0.3516    0.000 

 2:                 -0.0110    0.989 

 Combined K-S:       0.3516    0.000      0.000 

 

Note: ties exist in combined dataset; 

      there are 11 unique values out of 182 observations. 

 

. escftest  y, group( dic_ult) 

 

Epps-Singleton Two-Sample Empirical Characteristic Function test 

 

Sample sizes: dic_ult = 1           91 

              dic_ult = 2           91 

              total                182 

t1                               0.400 

t2                               0.800 

 

Critical value for W2 at 10%     7.779 

                          5%     9.488 

                          1%    13.277 

Test statistic W2               35.624 

 

Ho: distributions are identical 

P-value                        0.00000 
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2: Linear models in Experimetrics 
 
2.1.  Introduction 
 
Since the purpose of this book is to demonstrate how econometric techniques can usefully 
be applied to experimental data, it seems sensible to start with the most basic of 
econometric techniques: linear regression.  However, there are actually very few natural 
applications of the classical linear regression model in experimental economics.  This is 
because nearly all experiments have outcomes which have at least an element of 
discreteness.  Often the outcome is binary; sometimes it is censored, perhaps at an upper 
as well as a lower limit; sometimes it is ordinal.  Even if the variable is continuous in theory, 
we may find that a high proportion of the observed sample accumulate at particular “focal 
points”. 
 
However, we occasionally come across situations in which the rules of linear regression do 
apply, and it is on these situations that we focus on this chapter.  The first is the analysis of 
decision times, which has enjoyed a recent surge of interest.  The decision time applied to a 
given task is often measured electronically with great accuracy, and is a reliable measure of 
the effort expended in performing the task.  The example we consider in this chapter is 
decision times in a risky choice experiment: linear regression models are used to identify the 
determinants of the length of time taken to choose between two lotteries.  This sort of 
analysis is useful for a number of reasons, most importantly that it enables us to identify the 
features of a task that tend to increase the effort expended by subjects. 
 
There are usually multiple decisions per subject; hence the data set will take the form of a 

panel.  This leads to another use for this Section: to demonstrate the “cluster” method, and 

the standard panel data estimators (fixed effects; random effects), and to highlight the 

differences between estimation techniques. 

 
2.2.  Modelling decision times 
 
2.2.1 Background 
 
In this section, a model of decision times in a risky choice experiment will be estimated, and 
the results will be interpreted in terms of subjects’ allocation of cognitive effort.  A similar 
analysis has been performed by Moffatt (2005).  Camerer and Hogarth’s (1999) “capital-
labour-production” framework is relevant and useful here.  “Capital” is the knowledge, skills 
and experience which the subject brings to the experiment, and also includes the experience 
acquired during the experiment.  “Labour” is the mental effort exerted while solving a task.  
“Production” is loosely represented by the subject’s performance in the task, and is obviously 
determined by the levels of capital and labour inputs.  Although there are reasons for 
believing that capital input is fixed at least in the context of a single experiment, labour input 
is fully flexible and potentially highly responsive to incentives, and other factors. 
 
Capital input as defined above is clearly hard to measure accurately.  However, we shall see 
that the effects of knowledge and experience are seen indirectly on more than one occasion 
in estimation.  In contrast, a measure of “labour input” is readily available: the time in 
seconds taken to make each choice, or “decision time”.  Data on decision times has 
previously been exploited econometrically by Wilcox (1994), who finds evidence that the use 
of simple rules in valuation tasks is associated with a reduction in decision time, suggesting 
that the use of such rules are motivated by a desire to save effort.  Hey (1995) identifies 
factors which influence decision time in risky choice tasks, and then estimates choice 
models which allow the “noisiness” of response to depend on these factors.  Similar goals 
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have been pursued by Buschena and Zilberman (2000) and Achtziger and Alos-Ferrer 
(2010). 
 
A number of factors might be expected to influence effort.  These will be introduced with the 
aid of a motivating example in Section 2.2.2. 
 
2.2.2  The data 
 
The data used in this section is simulated, in such a way as to resemble a real data set as 
closely as possible.  This was achieved by basing the simulation, of both choices and 
decision times, on the results of Moffatt (2005), who analysed the real data set of Hey 
(2001).  
 
The simulation is of the lottery choices of an imaginary sample of 60 subjects, each of whom 
faced a set of 50 choice problems on two different occasions (i.e. on different days).  The 

total number of observations in the data set is therefore 60100=6000.  The ordering of the 
problems changed between sessions and also between subjects.  The probabilities defining 
the 50 choice problems are listed in table A1 of the Appendix.  All 50 problems involve the 
three outcomes: $0, $10 and $20.  We imagine that the random lottery incentive system was 
applied: at the end of the second sitting, one of the subject’s 100 chosen lotteries was 
selected at random and played for real. 
 
We assume that, for each choice made, decision time was electronically recorded.  There 
are therefore 6000 decision times in the sample.  The final column of table A1 of the 
Appendix shows the mean decision time (in seconds) for each choice problem.   
 
Direct motivation for the analysis of decision times reported in the following sub-section is 
provided by briefly previewing two examples of risky choice problems from the experiment.  
The selected problems are presented diagrammatically, as they would be presented to 
subjects during the experiment (if it were real), in figures 1a and 1b.  The mean of decision 
time is taken over the 120 choices for each problem, and is shown below each figure. 
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Figure 1: Typical choice tasks in the risky-choice experiment. 
 
The key feature of the example is that Task 40 takes subjects almost three times as long to 
solve, on average, as Task 14.  There are many possible explanations for the difference.  
The most obvious is differing complexity: the second problem is clearly more complex than 
the first.  This is not the most interesting determinant of effort, but it is clearly a factor that 
needs to be controlled for.  An important issue to be addressed later is therefore how best to 
measure complexity.  A second possible explanation of the difference in decision times is the 
difference in financial incentives: the expected values of the lotteries are higher in the 
second problem.  A third, and more subtle, explanation for the difference is the possibility 
that subjects tend to be closer to indifference when faced with Task 40, than in Task 14.  In 
order to investigate this possibility, we need to establish a framework for measuring 
closeness to indifference for each subject and for each problem.  This framework is the 
parametric choice model developed and estimated in Section 6 (Structural modelling of risky 
choice data).  A variable representing closeness to indifference is obtained using the 
methods described there.  This variable is used in the modelling in this chapter. 
 
2.2.3  Determinants of effort allocation 
 
As mentioned in Section 2.2.1, our measure of “labour input”, or effort expended in solving a 
problem, is simply the time taken to make a decision.  The logarithm of this variable will be 
the dependent variable in the model estimated below. 
 
To give a feel for the data, summary statistics of pooled decision times are shown in table 1, 
and a histogram of the same variable is shown in Figure 3.  We see that a typical response 
time is between 0 and 10 seconds, although there is a very long tail to the right.  This calls 
for the use of the logarithmic transformation of the variable in econometric modelling.  
 
Multiplying the mean by 50, we see that a typical subject would spend around 5 minutes on 
each of the two days engaging in the experiment. 
 

Variable n mean media
n 

s.d. min max 

Decision time (seconds) 6000 5.098 3.808 4.6235 0.231 73.02 

Table 1:  Summary statistics of decision time in seconds. 
 

Task 14 

Mean 

decision 

time: 2.78s 

 

q: $20 $0 p: $10 

Task 40 

Mean 

decision 

time: 8.04s 

 

 

$0 

q: $0 
p: $20 $10 $20 

$10 
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Fig 2: Histogram of decision time 
 
 
Complexity 
 
The level of complexity of a choice problem is likely to have a positive effect on effort, at 
least until it becomes dauntingly complex.  We assume that subjects assess the complexity 
of a problem using a very simple rule: they count the number of outcomes appearing in the 
simpler of the two lotteries.  This rule gives rise to three levels of complexity, to which we 
shall refer as Level 1, Level 2 and Level 3.  For specific examples, we may refer back to 
Figure 1, and note that task 14 is of complexity level 1, since one lottery involves only a 
single outcome of $10, while task 40 is of the higher level of complexity 3, since both 
lotteries involve this number of outcomes.  The dummies are named complex1, complex2 
and complex3. 
 
Financial Incentives 
 
By financial incentives, we simply mean the amounts of the outcomes in the choice problem, 
which we expect to have a positive effect on effort.  Many different measures could be used 
here; the one which is chosen is the logarithm of the expected value of the simpler of the two 
lotteries (logev). 
 
Experience and boredom 
 
In Figure 3, the logarithm of decision time is plotted against a variable representing the 
position of the problem in the sequence of 100 problems.  This scatter clearly reveals a 
tendency for decision times to diminish with the progress of the experiment.  Also, 
remembering that 100 problems were solved on each day, a within-day reduction in decision 
times is also discernible in Figure 3 (this is easiest seen in the extremes of the distribution).  
While the overall decline over the experiment may be attributed to the accumulation of 
experience, any within-day decline is more likely to be the result of boredom.  These two 
effects are captured separately in the model estimated below. 
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Figure 3: Logarithm of decision time against position in the sequence. 
 
In order to capture these two effects, we use the position of a problem in the sequence to 

construct two explanatory variables: it
d is the position of problem t within the day on which 

the problem was solved, so d ranges from 1 through 50; it is in contrast the position of 
problem t in the complete sequence of problems faced by subject i, and therefore ranges 
from 1 through 100. 
 

If  has a negative effect on decision time, it represents an improvement in “performance” 

with experience.  If, in addition, d has a negative effect, this may taken as evidence that 
boredom is setting in, since it implies that subjects are speeding up late on in a particular 
sitting.  These variables are named tau and tau_d. 
 
Closeness to indifference 
 
The data set contains a variable named cti, which represents closeness-to-indifference for 
the subject who is performing the task.  As mentioned above, this variable is computed from 
the model constructed in Section 6 (Structural modelling of risky choice data).  Basically, if 
cti equals zero for a particular subject in a particular task, this means that the subject is 
(estimated to be) perfectly indifferent between the two alternatives in that task.  If cti takes a 
high value (it is non-negative, since an absolute value has been taken) then this implies that 
the subject has a clear preference for one of the alternatives. 
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Figure 4: Decision time against closeness to indifference.  
 
In Figure 4, decision time in seconds is plotted against the absolute valuation differential, in 
order to give a feel for the effect of closeness-to-indifference on effort.  Since it is hard to 
discern a relationship from this scatter, a non-parametric regression (Lowess, Cleveland, 
1979) has been superimposed.  This smooth clearly reveals that more effort is allocated to 
problems for which the subject is close to indifference.   
 
This relationship will be confirmed in the estimation results of the parametric model.  In order 
to capture the non-linear effect, the square (cti2) and cube (cti3) are used as explanatory 
variables in addition to cti itself. 
 
Objective difference between the two lotteries 
 
In order to isolate the effect  to the subject’s (subjective) closeness to indifference between 
the two lotteries (above), we require to control for the  objective similarity between them.  It is 
important to realise that these two factors are not equivalent.  If two lotteries are identical, 
then necessarily a subject will be indifferent between them, but the converse does not apply: 
indifference does not imply identicality.   
 
As noted previously, all choice problems in the experiment involve combinations of the three 
outcomes: $0, $10, $20.  We index the problems in the experiment by t (t=1,…,100).  pt = 

(p1t p2t p3t) and qt = (q1t q2t q3t) are vectors containing three probabilities corresponding to 
the three possible outcomes. 
 
For objective similarity (of the lotteries in choice problem t) we shall use the following 
measure: 
 

  
3

2

1

_ jt jt

j

obj diff q p


  . (1) 

 
Note that obj_diff=0 for a problem in which the two lotteries pt and qt are identical, while 
obj_diff reaches a maximum of 2 if the two lotteries are certainties of different amounts. 
 

0
1

2
3

4
5

6
7

8
9

1
0

0 .2 .4 .6 .8
absolute valuation differential

lowess: decision time in seconds decision time in seconds



21 

 

The important predictions are that, ceteris paribus, we expect effort to increase with the 
objective difference between the lotteries, but to decrease with the subject’s absolute 
valuation differential.   
 
2.2.4  The Econometric Model 
 
We estimate the following (log-)linear regression model, with the logarithm of decision time 
as the dependent variable: 
 

1 2 3 4 5

2 3

6 7 8 9

log( ) 2 3 log( )

ˆ ˆ ˆ

1, , 1, ,

d

it t t it it t

o

it it it t it

decision time complex complex EV
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 (2) 

  2

itVar     

 

it is the equation error term, assumed to have mean zero and variance 2

 . 

 
In (2), i indexes subjects, while t indexes problems.  (2) is actually known as a pooled 
regression model, since it disregards the panel structure of the data.  That is, it is a 
regression using the complete sample of nT observations, that attributes all unexplained 
variation in terms of within-subject randomness, and does not allow for any variation 
between subjects.   
 
The first two explanatory variables in (2) are dummy variables indicating the level of 
complexity of problem t, according to the rule defined above.  The excluded complexity level 
is the least complex, level 1 
 
The various variables in the data set (decision times) are named as follows: 
 
log_dt:  Natural logarithm of decision time in seconds 
complex: level of complexity of choice problem (1,2 or 3; see below) 

tau_d:  Position of choice problem within single day (1-50); ( d

it ). 

tau:  Position of choice problem in complete sequence of 100; ( it ). 

log_ev:  Natural logarithm of expected value of simpler lottery 

cti:  Closeness-to-indifference ( ˆ
it ). 

obj_diff: Objective difference between the two lotteries ( o

t ) 

 
The following STATA commands first generate the dummy variables for complexity, and 
then perform the regression (2): 
 

. tab complex, gen(complex) 

 

    complex |      Freq.     Percent        Cum. 

------------+----------------------------------- 

          1 |      2,040       34.00       34.00 

          2 |      2,400       40.00       74.00 

          3 |      1,560       26.00      100.00 

------------+----------------------------------- 

      Total |      6,000      100.00 
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. regress  log_dt complex2 complex3 tau tau_d logev cti cti2 cti3 obj_diff 

 

      Source |       SS       df       MS              Number of obs =    6000 

-------------+------------------------------           F(  9,  5990) =  116.66 

       Model |   576.37795     9  64.0419944           Prob > F      =  0.0000 

    Residual |  3288.28327  5990  .548962149           R-squared     =  0.1491 

-------------+------------------------------           Adj R-squared =  0.1479 

       Total |  3864.66122  5999  .644217573           Root MSE      =  .74092 

 

------------------------------------------------------------------------------ 

      log_dt |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

    complex2 |   .2397661   .0493898     4.85   0.000     .1429443     .336588 

    complex3 |   .3804073   .0654843     5.81   0.000     .2520345    .5087801 

       tau_d |   -.002203   .0007657    -2.88   0.004    -.0037041    -.000702 

         tau |  -.0032846   .0003826    -8.58   0.000    -.0040346   -.0025345 

       logev |   .0609713   .0562583     1.08   0.279    -.0493151    .1712578 

         cti |  -5.590682   .3889394   -14.37   0.000    -6.353144   -4.828221 

        cti2 |   12.31351   1.443477     8.53   0.000     9.483773    15.14324 

        cti3 |  -8.576194   1.349663    -6.35   0.000    -11.22202   -5.930369 

    obj_diff |   .1323685   .0428824     3.09   0.002     .0483035    .2164335 

       _cons |   1.648698   .0793198    20.79   0.000     1.493202    1.804193 

------------------------------------------------------------------------------ 

 
We may then present the key results in a table as follows: 
 

Dependent: log(decision time) Coeff. (se) 

Constant 1.649 (0.079) 
Complexity Level 1 (base) - 
Complexity Level 2 0.240 (0.049)** 
Complexity Level 3 0.380 (0.065)** 

d  -0.002 (0.0007)** 

  -0.0032(0.00038)** 

Log(EV) 0.061 (0.056) 

| ̂ | -5.591 (0.389)** 

| ̂ |2 12.314 (1.443)** 

| ̂ |3 -8.576 (1.350)** 

Δo 0.132 (0.043)** 
  

  0.741 

  
nT 6000 

Table 2:  Results from log-linear regression model for decision time. 
* Significant at 5%; ** Significant at 1%. 
 
Firstly we note from the estimate of the intercept that the predicted decision time for the 
“easiest” type of problem, that is, a problem of complexity level 1, for which the two lotteries 

are in fact identical (Δo=0), is  exp 1.649 = 5.201 seconds.  Of course, this problem must 

also be assumed to be right at the start of the experiment (d =  = 0) and this might explain 
why the prediction appears so high for such a simple problem. 
 
Secondly we note that all included explanatory variables, except one, show strong 
significance.  The effect of complexity is as expected: problems involving more outcomes 
take longer to solve.  We do notice that the extra effort induced in moving from level 2 to 
level 3 is lower than that induced in the move from 1 to 2.  This might be interpreted as 
evidence that subjects are discouraged by complex tasks, and this interpretation could be 
extended to predict a reduction of effort when complexity reaches intolerable levels.  
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However, there is no evidence that such levels of complexity are being encountered in this 
experiment. 
 

The effect of experience is quite dramatic.  Both  and d are seen to have a strongly 
significant negative effect on decision time.  As previously suggested, the first of these is 
interpretable as an experience effect, and the second as a boredom effect. 
 
The coefficient of the variable log(EV) may be interpreted as an elasticity of effort with 
respect to financial incentives: if all prizes were doubled, we would expect response times 
(effort) to rise by around 6.1%.  This is consistent with the view of many economists 
concerning incentives: that higher incentives bring about an increase in effort expended.  
However, we see that this effect is not actually significant, so we do not have statistical 
confirmation of this prior belief. 
 
Finally, and perhaps most importantly, we see a strong negative and non-linear effect of 
closeness to indifference coupled with a strong positive effect of objective difference.  This is 
exactly what we expected on the basis of our theoretical model of effort allocation described 
in Section 5.  Figure 8 demonstrates the first effect clearly.  Here, we have used the model 
estimates to predict the decision time at each value of the valuation differential, for different 
complexity levels, and with other explanatory variables set to representative values.  We see 
from Figure 8 that as the subject approaches indifference, the decision time rises steeply, 
and when a subject is actually indifferent (i.e. when valuation differential = 0), the predicted 
response time is approximately double what it would be if one alternative were clearly 
preferred. 
 

 
Figure 6:  Predicted decision time against absolute valuation differential, at different complexity levels (lowest line 

is complexity level 1; highest is complexity level 3).   set to 0; EV set to 10; Δ
o
 set to 0.5. 

 
Of course, the pattern seen in Figure 6 is not surprising given the very similar shape seen in 
the non-parametric regression in Figure 5.  This similarity is consistent with the correctness 
of the specification of our effort model (1). 
 
2.2.5 Panel data models of effort allocation 
 
A feature of many experimental data sets, including the one considered in this section, is 
that they have repeated observations for each subject.  This should be taken into account in 
modelling.  It is natural to handle such data sets in a panel data framework, in which it is 
assumed that, say, n subjects are observed making a decision in each of T time periods.  

0 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

0 0.1 0.2 0.3 0.4 0.5 0.6 

p
re

d
ic

te
d

 d
e

ci
si

o
n

 t
im

e
 (

se
co

n
d

s)
 

closeness to indifference 



24 

 

Clearly, subjects are expected to differ from each other.  In the present context, it is 
expected that some subjects are by nature quick decision-makers, and that others are slow.  
A consequence is that the set of observations (of decision times) for a given subject are not 
independent of each other, although observations may still be assumed to be independent 
between subjects.  This is a violation of one of the classical assumptions of the linear 
regression model, which requires that the covariance matrix of the error vector is diagonal.  
The covariance matrix is in fact block-diagonal as a result of the “clustering” of observations 
by subject. 
 
It is well known (see, for example, Greene, 2008) that whenever the error covariance matrix 
is non-diagonal, the formula routinely used to compute standard errors is incorrect.  There is 
usually a correct formula, and the choice of formula depends on the nature of the non-
diagonality.  In this situation of block-diagonality, the appropriate formula is applied by using 
the vce(cluster clustvar) option in STATA, where clustvar is the variable specifying to which 
“cluster” each observation belongs (i.e. the subject identifier, i).  Applying this option to the 
above regression yields the following results: 
 

. regress  log_dt complex2 complex3 tau_d tau logev cti cti2 cti3 obj_diff, vce(cluster 

i) 

 

Linear regression                                      Number of obs =    6000 

                                                       F(  9,    59) =  196.50 

                                                       Prob > F      =  0.0000 

                                                       R-squared     =  0.1491 

                                                       Root MSE      =  .74092 

 

                                     (Std. Err. adjusted for 60 clusters in i) 

------------------------------------------------------------------------------ 

             |               Robust 

      log_dt |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

    complex2 |   .2397661   .0395952     6.06   0.000     .1605363     .318996 

    complex3 |   .3804073   .0529175     7.19   0.000     .2745197     .486295 

       tau_d |   -.002203   .0008415    -2.62   0.011    -.0038868   -.0005192 

         tau |  -.0032846    .000355    -9.25   0.000    -.0039949   -.0025743 

       logev |   .0609713    .047967     1.27   0.209    -.0350105    .1569531 

         cti |  -5.590682   .3573599   -15.64   0.000    -6.305758   -4.875607 

        cti2 |   12.31351   1.283165     9.60   0.000     9.745901    14.88111 

        cti3 |  -8.576194   1.178483    -7.28   0.000    -10.93433   -6.218055 

    obj_diff |   .1323685   .0340484     3.89   0.000     .0642379    .2004992 

       _cons |   1.648698   .0713508    23.11   0.000     1.505925     1.79147 

------------------------------------------------------------------------------ 

 

Note that the estimates themselves are the same as before.  Only the standard errors have 
changed.  Nearly all of the corrected standard errors are smaller than their uncorrected 
counterparts.  This means that the t-statistics are larger in magnitude, and therefore greater 
significance is detected, as a result of making the correction.  However, in this case, none of 
the changes are great enough to result in reversals of conclusions regarding significance of 
effects. 
 
Using cluster-standard errors is only a first step in addressing the issue of the panel-
structure of the data.  It is also possible to improve the estimates themselves, using a panel-
data estimator instead of OLS.  The two most popular panel data estimators are the fixed-
effects and random-effects estimators.  Both can be represented by the following equation: 
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Note that in (3) there are two error terms: εit is the conventional equation error term, which is 

assumed to have mean zero and variance 2

 : ui is known as the subject-specific term; ui 

differs between subjects – hence the i-subscript – but it is fixed for a given subject.  The two 
estimators differ in the way this term is interpreted. 
 
The fixed effects estimator is essentially a linear regression which includes a set of n-1 
dummy variables, one for each subject in the data-set (with one excluded to avoid the 
dummy variable trap).  The presence of such dummies has the consequence that the 

intercept is estimated separately for each subject: the intercept for subject i is +ui, i=1,…,n. 
 
The random effects estimator does not estimate the intercept for each subject.  It simply 

recognises that they are all different, and sets out to estimate only their variance, 2

u .  Note 

that random effects is more efficient than fixed effects, because there are far fewer 
parameters to estimate.  We therefore prefer to use random effects if this model turns out to 
be acceptable. 
 
Panel data commands in STATA can be recognised by the prefix xt.  For example panel 
data (linear) regression is carried out using xtreg.  The fixed effects and random effects 
estimators are carried out using this command with the options fe and re respectively. 
 
The commands are: 
 
xtset i t 

xtreg log_dt complex2 complex3 tau_d tau logev cti cti2 cti3 obj_diff, fe 

xtreg log_dt complex2 complex3 tau_d tau logev cti cti2 cti3 obj_diff, re 

 

To test between fe and re, a Hausman test is used. 
 
See the do-file. 
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3:  Dealing with Discreteness in Experimental Data 
 

3.1.  Introduction 
 
There is at least an element of discreteness in most data that results from economic 
experiments.  In many settings, a typical task requires the subject to make a straightforward 
choice between a number of discrete alternatives, and discrete choice models are required 
for the analysis of the data.  The number of alternatives is often two, in which case binary 
data models are required.  Even in situations in which the decision variable is continuous, 
the variable is often censored at the lower and/or upper limits, or there may be an 
accumulation of data at some other “focal point”; such data features are best modelled as 
forms of discreteness. 
 
This chapter is concerned with this sort of modelling.  It starts by covering models 
appropriate when the decision variable is binary.  These models are simple probit and simple 
logit.  A number of examples are given, including the choice between lotteries, and the 
analysis of the responder’s decision in an ultimatum game. 
 
The chapter will also cover a variety of other data types: exact data; censored data; and 
interval data.  Again, examples are used of each.  
 
In this section, we also introduce the distinction between the various competing approaches 
to stochastic modelling that have appeared in the recent literature.  These are: the Fechner 
approach, in which optimal behaviour simply has a mean-zero, symmetrically distributed 
error term appended; the Random Preference approach, which attributes variation in 
behaviour to variation over the population in the parameters representing preferences; and, 
finally, the “tremble” approach, in which it is assumed that, at any point in time, there is a 
small probability that an individual loses concentration, and their behaviour is determined in 
a random fashion. 
 
Note that in every example presented in this section, it is assumed that there is only one 
observation per subject.  Methods appropriate in the more common setting of multiple 
observations per subject are covered in the final two sections of the course. 
 

3.2.   Binary Data 
 
The most common approach to the estimation of binary data models, and that of most of the 
models introduced in this section, is the method of Maximum Likelihood (ML).  This section 
starts by presenting a straightforward example involving coloured balls, which is ideal for 
conveying both the concept of maximum likelihood estimation, and at the same time raises a 
number of important practical issues.  We then apply the method to binary data in two 
different experimental contexts. 
 
3.2.1 Preliminary Example: Drawing coloured Balls from an Urn 
 
Suppose that we have an urn containing 1000 balls, coloured either Red or White.  We do 
not know how many of the balls are Red, and how many are White.  Our objective is to 
estimate the proportion of the balls in the urn that are Red.  Let this proportion be p.  The 
proportion of White balls is then 1-p. 
 
We draw a sample of 10 balls with replacement.  That is, after each draw, we replace the 
drawn ball.  This guarantees independence between the 10 draws. 
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Let us suppose that our 10 draws result in 7 Red balls and 3 White balls.  This is our sample. 
 
We write down the likelihood function for the sample.  Think of this as “the probability of 
observing the sample that we observe”.  This is: 
 

     
37 1L p p p   (2.1) 

 
Note that (2.1) is formed as simply the product of ten probabilities, as a consequence of the 
assumption of independence between observations.  If the observations were not 
independent (e.g. if the sample was drawn without replacement) the likelihood function 
would be somewhat more complicated than (2.1). 
 
The maximum likelihood estimate (MLE) of p is the value that maximises the likelihood 
function (2.1).  In other words, it’s the value which makes the observed sample most likely.  

We call the MLE p̂ .  To obtain p̂ , we differentiate (2.1) with respect to p, set equal to zero, 

and solve: 
 

6 3 7 2 6 2 6 27 (1 ) 3 (1 ) (1 ) [7(1 ) 3 ] (1 ) [7 10 ] 0
L

p p p p p p p p p p p
p




            . (2.2) 

 
This gives three solutions:  p=0; p=1; p=7/10.  So there are three turning points.  Figure 1a 
shows a graph of L against p.  We can see that there is a maximum at p=7/10, and minima 
at 0 and 1.  So the MLE of p is: 
 

 
7

ˆ
10

p   (The proportion of Reds in the sample) (2.3) 

  
Figure 1b shows a graph of LogL in addition to L.  Note that L appears very flat as a result of 
the change in scale.  An important point is that maximising the log of L gives the same 
answer as maximising L itself.  This is obvious because log is a monotonically increasing 
function.   Let us verify that it gives the same answer.  The log of (2.1) is: 
 
 LogL = 7 log(p) + 3 log(1-p) (2.4) 
 
Differentiating this, we have: 
 

 
7 3

(1 )

LogL

p p p




 


 (2.5) 

 

Setting (2.5) equal to zero gives 3p = 7(1-p), which implies 
7

ˆ
10

p  , the same answer as 

(2.3). 
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Figure 1a: The likelihood function. 

 
 

 
Figure 1b: The likelihood and log-likelihood functions.  

 
The reason why this is important is that in practice, the sample size is large, so the likelihood 
function, L, being a product of a large number of probabilities, is very close to zero, so is a 
very flat function.  This makes it difficult, in practice, to locate the maximum of L.  Taking the 
log of L has the effect of “stretching” the function vertically, making it easier to locate the 
maximum.  For this reason, we always maximise LogL, not L. 
 
The log-likelihood function has a number of other practical uses.  One is that its curvature 
may be used to obtain the standard error associated with the MLE.  Differentiating (2.5) with 
respect to p, we obtain the second derivative of the log-likelihood with respect to the 
parameter: 
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 (2.6) 
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(2.6) is usually referred to as the “Hessian matrix”, although, in this case, since the 
parameter vector consists of only one element, it is a scalar.  The estimated (asymptotic) 
covariance matrix of the MLE vector is normally obtained as the inverse of the negative of 
the Hessian matrix, evaluated at the MLE.  In this case, this results in the scalar: 
 

   
1 1

2

2 2 2

ˆ

ˆ ˆ
7 3

ˆ ˆ(1 )
p p

V p
LogL

p p p





 



   
     

  



 (2.7) 

 

Inserting our MLE, ˆ 0.7p  , into (2.7), we obtain: 

 

   
1

2 2
ˆ ˆ 0.021

7 3

0.7 0.3
V p



 
   
   (2.8) 

 
Finally, taking the square root of the asymptotic variance estimate (2.8), we obtain an 

estimate of the standard error of p̂ .  This is: 

 

   ˆ. . . 0.021 0.145a s e p  

 (2.9) 

We refer to (2.9) as the “asymptotic standard error” of the MLE of the parameter p.  The  
word “asymptotic” is being used because the theory that establishes the formula (2.7) is 
asymptotic (i.e. large sample) theory.

  
It is interesting to see what happens when the same exercise is carried out with a larger 
sample size.  Let us suppose that instead of drawing 10 balls, we draw 100 (again, with 
replacement), of which 70 are red and 30 are white.  The MLE of p will be 0.7 again.  
However the standard error will be different: 
 

   
1

2 2
ˆ. . . 0.046

70 30

0.7 0.3
a s e p



 
   

 
 

 
Note that the ten-fold increase in the sample size has resulted in a reduction in the standard 
error of a factor around one third.  This is because the log-likelihood function becomes more 
peaked in the neighbourhood of the MLE when the sample size increases. 

 
 
3.2.2  Modelling choices between lotteries (the “house money effect”) 
 
In this sub-section, we consider a very popular application of binary data models: risky 
choice experiments.  We will use the models to test a particular hypothesis relating to 
behaviour in this context.  The hypothesis of interest is the “house money effect”. 
 
Consider the following choice problem, where the two circles represent lotteries, and the 
areas within them represent probabilities of the stated outcomes.  The left-hand lottery is the 
“safe” lottery and it pays nothing with certainty.  The right-hand lottery is the “risky lottery” 
and represents a 50:50 gamble involving the outcomes -€5 and €5. 
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Clearly, by choosing between these lotteries, a subject is conveying some information about 
their attitude to risk.  What is of interest here is whether previously endowing a subject with 
an amount of money has an effect on the choice.  Let us define the “house money effect” as 
the phenomenon of agents becoming less risk averse (i,e, more likely to choose the risky 
lottery) when their initial endowment (i.e. “wealth”) increases.  Note that the two lotteries 
presented are such that a risk neutral subject would be indifferent between them.  
Accordingly, if all individuals were risk-neutral, we might expect 50% to choose the safe 
lottery, and 50% to choose risky.  If, as is commonly found, individuals are predominantly 
risk averse, we would expect more than 50% to choose the safe lottery. 
 
Suppose we have a sample of 1050 subjects.  We endow each subject (i) with a different 
wealth level (wi); we then immediately ask them to choose between the two lotteries defined 
above.  We then define the binary variable y to take the value 1 if the safe lottery is chosen, 
and 0 if risky is chosen.  The results of this (imaginary) experiment are contained in the file 
house money.  Here is some summary information about the data: 
 

. table w, contents(n y mean y) 

 

---------------------------------- 

   wealth |       N(y)     mean(y) 

----------+----------------------- 

        0 |         50         .96 

       .5 |         50         .78 

        1 |         50         .88 

      1.5 |         50         .82 

        2 |         50         .86 

      2.5 |         50         .68 

        3 |         50         .58 

      3.5 |         50         .66 

        4 |         50         .66 

      4.5 |         50          .7 

        5 |         50         .72 

      5.5 |         50         .58 

        6 |         50         .68 

      6.5 |         50          .6 

        7 |         50         .64 

      7.5 |         50         .64 

        8 |         50         .52 

      8.5 |         50         .62 

        9 |         50         .52 

      9.5 |         50          .6 

       10 |         50         .68 

---------------------------------- 

    

 

The final column of the table shows the mean of the binary variable for different wealth 
levels.  Since the mean of a binary variable is the proportion of ones in the sample, the 
numbers in this column represent the proportion choosing the safe lottery at each wealth 
level.  The tendency for this proportion to fall as wealth rises is consistent with the house 
money effect.  

€0 -€5 €5 

Safe choice (S) 

y=1 

Risky choice (R) 

y=0 
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Next we set out to confirm this using a parametric model.  A natural model to start with is the 
probit model, defined as follows: 
 

    0 11| ii iP y w w   
 (2.10)

 

 

where (.) is the standard normal c.d.f.  The likelihood function for the probit model is: 
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 (2.11)

 

 
and the log-likelihood is: 
 

        0 1 0 1

1

ln 1 ln 1
n

i i i i

i

LogL y w y w   


       
 

 (2.12)

 

  
An important property of the cumulative distribution function (cdf) (2.10) defining the probit 

model, is symmetry.  By this, we mean that    1z z    .  This property also applies to 

the distribution underlying the logit model (see Exercise 1).  This feature of the underlying 
distribution is useful because it allows the log-likelihood function to be written more 
compactly.  If we recode the binary variable as: 
 

 1iyy   if S is chosen 

 1iyy    if R is chosen 

 
then the log-likelihood can be written as: 
 

    0 1
1

ln
n

i i
i

LogL yy w 


     (2.13) 

 

We maximise LogL to give MLE’s of the two parameters 0 and 1. 
 
The probit model is estimated in STATA as follows: 
 

 

. probit y w 

 

Iteration 0:   log likelihood = -654.38922   

Iteration 1:   log likelihood = -635.81627   

Iteration 2:   log likelihood = -635.78722   

Iteration 3:   log likelihood = -635.78722   

 

Probit regression                                 Number of obs   =       1050 

                                                  LR chi2(1)      =      37.20 

                                                  Prob > chi2     =     0.0000 

Log likelihood = -635.78722                       Pseudo R2       =     0.0284 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

           w |  -.0832157   .0137842    -6.04   0.000    -.1102322   -.0561992 

       _cons |   .9132962   .0836698    10.92   0.000     .7493065    1.077286 

------------------------------------------------------------------------------ 

 

The first thing we might do when we have obtained the results is to test for the presence of 
the house money effect.  This test is done for us.  The asymptotic t-statistic associated with 
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wealth is z = -6.04, and the associated p-value is 0.000.  This tells us that there is strong 
evidence that wealth has a negative effect on the probability of choosing the safe lottery.  In 
other words, there is strong evidence of the house money effect in this data. 
 
The next thing we might wish to do is predict the probability of making the safe choice at 
each wealth level.  We would do this in Excel.  The formula we need to program is 

 0.9133 0.0832w   , and this is done in the Excel spreadsheet “house money 

predictions”.   
 
The spreadsheet is used to plot the resulting predicted probabilities against the wealth level, 
with the result: 
 

 
Figure 2: Predicted probabilities of safe choice against wealth level from the probit model. 

 
We see that when the initial endowment is 0, there is a high probability that the safe 
alternative will be chosen, i.e. subjects appear to be highly risk averse.  We also see that as 
the initial endowment rises, the probability of choosing the safe alternative falls fairly steeply.  
Note that a probability of 0.5 is associated with risk-neutrality, and, remembering that 

 1 0.5 0  , it appears that, in order to induce risk-neutrality in subjects, it is necessary to 

endow them with an amount 0.9132/0.0832 = $10.98.  When the initial endowment is above 
this amount, risk-seeking behaviour is predicted, since the predicted probability of the safe 
choice is then lower than 0.5. 
 
 
3.2.3  The Ultimatum Game 
 
The Ultimatum Game, introduced by Gϋth et al. (1982), takes the following form.  There are 
two players: Proposer and Responder.  The Proposer is supplied with an endowment of 
(say) 100 tokens.  The Proposer is required to offer part of his endowment (i.e. a number of 
tokens) to the Responder.  The Responder either accepts the offer, or rejects it.  If she 
accepts, both players keep their tokens (which they then convert into real money).  If she 
rejects, both players receive zero. 
 
The subgame perfect equilibrium consists of a combination of strategies in which the 
Proposer will offer just 1 token to the Responder, keeping 99 tokens for himself.  The 
Responder will accept the offer of 1 token, simply because 1 token is preferred to 0 tokens. 
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Experimental evidence shows two departures from the theoretical prediction: 
 
1. Proposers nearly always offer much more than one token, and some offer exactly 

half of their endowment (i.e. 50 tokens). 
 
2. Responders often reject positive offers. 
 
The Responder’s decision is a binary one (accept or reject), and this decision is the one that 
is of interest in this sub-section (we return to the Proposer´s decision in Section 6). 
 
The file UG contains data from 200 subjects who participated in an ultimatum game.  Each 
subject plays twice, once as Proposer, and once as Responder, with a different opponent 
each time.  The variables are: 
 
i:  Proposer ID 
j:  Responder ID 
male_i:  1 if Proposer is male; 0 otherwise 
male_j:  1 if Responder is male; 0 otherwise 
y:  Proposer’s offer 
d:  Responder’s decision: 1 if Accept; 0 if Reject. 
 
We first consider simply how many of the subjects rejected offers.  For this we obtain a 
tabulation of the binary variable, from which we see that 51 of the 200 subjects 
(approximately one quarter of them) rejected offers. 
 
. tab d 

 

          d |      Freq.     Percent        Cum. 

------------+----------------------------------- 

          0 |         51       25.50       25.50 

          1 |        149       74.50      100.00 

------------+----------------------------------- 

      Total |        200      100.00 

 
The main determinant of the Responder’s decision is the Proposer’s offer (y).  Sometimes it 
is useful to plot binary data.  The command “lowess d y” gives the following: 
 

 
Figure 3: Responder’s decision (d) against Proposer’s offer (y), with smoother. 

 
Lowess (Locally-weighted scatter-plot smoother) is a form of non-parametric regression, 
originally due to Cleveland (1979).  Roughly speaking, it shows the mean value of d 
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conditional on different values of y.  Since the mean of d is closely related to the probability 
of the offer being accepted, the graph is telling us that the probability of acceptance rises 
sharply as the offer rises, approaching 1 as the offer approaches 50. 
 
In complete contrast to “Lowess”, the probit model is an example of a fully parametric 
estimation procedure.  The probit model is defined as follows: 
 

    0 11| yP d y    
 (2.14)

 

 
where      is the standard normal cumulative distribution function (c.d.f.). 
 
The results are as follows: 
 
. probit d y 

 

Iteration 0:   log likelihood = -113.55237   

Iteration 1:   log likelihood = -70.230335   

Iteration 2:   log likelihood = -66.806698   

Iteration 3:   log likelihood = -66.738058   

Iteration 4:   log likelihood = -66.738049   

Iteration 5:   log likelihood = -66.738049   

 

Probit regression                                 Number of obs   =        200 

                                                  LR chi2(1)      =      93.63 

                                                  Prob > chi2     =     0.0000 

Log likelihood = -66.738049                       Pseudo R2       =     0.4123 

 

------------------------------------------------------------------------------ 

           d |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

           y |   .1439157   .0212804     6.76   0.000     .1022069    .1856244 

       _cons |  -3.855266    .631443    -6.11   0.000    -5.092872   -2.617661 

------------------------------------------------------------------------------ 

 
From the results, we can deduce a formula for the predicted probability of an offer being 
accepted: 
 

 
   ˆ 1| 3.855 0.144yP d y   

 (2.15)
 

 
In this situation, it is useful to consider the equation underlying the probit model: 
 

  
0 1

~ 0,1

* y

N

d 



   
 (2.16) 

 
Here, d* is the propensity of the responder to accept the offer.  If this propensity is greater 
than zero, the offer is accepted: 
 

 0 1 0 101 * 0 y yd d              
 (2.17)

 

  
Hence the probability of the offer being accepted is: 
 

      0 1 0 11 P y yP d           
 (2.18)

 

 
Which is the probability formula on which the probit model is based. 
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The reason why (2.16) is useful is because it enables us to compute the “minimum 
acceptable offer (MAO)” for a typical subject.  Disregarding the error term, we have: 
 

 0 1* yd   
 (2.19)

 

 
A typical subject is indifferent between accepting and rejecting an offer when this is zero: 
 

 0

1

0 1 0y y



     

 (2.20) 

 

We compute this from the estimates as follows: 
 

 
3.855

26.78
0.144

MAOy


  
 (2.21) 

 

Note that this can also be computed in STATA with the NLCOM command: 
 
. nlcom MAO:  -_b[_cons]/_b[y] 

 

         MAO:  -_b[_cons]/_b[y] 

 

------------------------------------------------------------------------------ 

           d |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

         MAO |   26.78837   .9268277    28.90   0.000     24.97182    28.60492 

------------------------------------------------------------------------------ 

 
NLCOM uses a technique known as the “delta method” which is considered in more detail in 
Section 3.4.  The major benefit from applying this technique is that it returns a standard error 
and confidence interval for MAO, in addition to the point estimate. 
 
The point estimate of 26.79 is telling us that a “typical” Responder (typical in the sense of 
having an error term ε equal to the mean value of 0) would say “no” to the offer of 26, but 
“yes” to 27. 
 

3.2.4 The Strategy Method 
 
The Strategy Method has been used in the context of the ultimatum game by Solnick (2001), 
among others.  The Proposer makes an offer as before.  Let this offer be y.  Meanwhile, in a 
different room, the Responder is asked to state their Minimum Acceptable Offer (yMAO). 
 

Then y is compared to yMAO.     If MAOy y offer is taken as being accepted, and both players 

receive their pay-offs.  If MAOy y , the offer is taken as being rejected, and both players 

receive zero. 
 
Note that under this approach, the Responder is not only being asked for a decision, but for 
their strategy.  Note that it is in their interest to state their MAO truthfully; for this reason, the 
strategy method is said to be incentive compatible.   
 
The strategy method has a considerable advantage over the “direct decision approach”.  The 
data is much more informative.  Clearly, is more useful to know the Responder’s minimum 
acceptable offer, than it is simply to know whether they have accepted a particular offer.  
This is particularly so in the cases where Proposers offer 50% of their endowment.  When a 
Proposer offers 50%, the offer is almost certain to be accepted, and very little is learned, 
despite a significant cost to the experimenter.  The strategy method enables useful 
information to be learned about all subjects. 
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Let us imagine that the strategy method has been applied to the 200 subjects instead of the 
“direct decision approach”, and that the data set consists of: 
 
i:  Proposer ID 
j:  Responder ID 
male_i:  1 if Proposer is male; 0 otherwise 
male_j:  1 if Responder is male; 0 otherwise 
y:  Proposer’s offer 
MAO:  Responder’s Minimum Acceptable Offer  
d:  Outcome: 1 if y≥MAO; 0 if y<MAO. 
 
A data set containing these variables is contained in the file UG_SM.  With this data, we 
carry out the following simple analysis: 
 
. ci MAO 

 

    Variable |        Obs        Mean    Std. Err.       [95% Conf. Interval] 

-------------+--------------------------------------------------------------- 

         MAO |        200      31.375    .6666664        30.06036    32.68964 

 

. tab d 

 

          d |      Freq.     Percent        Cum. 

------------+----------------------------------- 

          0 |         87       43.50       43.50 

          1 |        113       56.50      100.00 

------------+----------------------------------- 

      Total |        200      100.00 

 

 
Note that the straightforward command “ci MAO” can be used to obtain a 95% confidence 
interval for the population mean of yMAO.  This confidence interval is clearly narrower than the 
one obtained in Section 2.3 from the direct-decision data (24.97182 → 28.60492).  This 
simply confirms that we are able to estimate parameters more precisely when the strategy 
method has been used. 
 
However, note also that the MAO appears to be around five tokens higher when the strategy 
method is being used.  This has the consequence that the number of “rejections” is higher 
(87, compared with 51 under the direct-decision approach).  This is a common finding.  
Eckel and Grossman (2001) explain the higher rejection rate under the strategy method in 
terms of subjects’ failure to understand the simultaneous nature of the decision and their 
attempt to signal a ‘tough’ bargaining position. 
 
There may also be a perception on the part of the Responder that their statement of MAO is 
hypothetical (even though it is not, since it determines their pay-off).  Asking a subject about 
how they would act in different situations is sometimes referred to as a “cold” treatment, to 
be contrasted with the “hot” treatment that arises when an offer is actually placed in front of 
the Respondent, and all they need to do is “accept”. 
 
The message here is perhaps that superior data should be obtained using the strategy 
method, but that an adjustment should be applied to the MAO data in order for it to be 
applicable to the “direct decision” situation.  On the evidence above, the stated values of 
MAO would need to be reduced by around 5 units. 
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3.3.  The ML Routine in STATA 
 
There is another way to estimate the probit model.  This is to specify the log-likelihood 
function ourselves, and ask STATA to maximise it.  We shall return to the house money 
data set used in Section 3.2.2. 
 
The following code defines a program called “myprobit” which computes the log-likelihood.  
The formula being programmed is the one given in (2.13) above: 

      0 1
1

ln
n

i i
i

LogL yy w 


     

gen yy=2*y-1 

version 11 

 

program define myprobit 

 args lnf xb 

 tempvar yy p  

 quietly gen double `yy'=$ML_y1 

 quietly gen double `p'=normprob(`yy'*`xb') 

 quietly replace `lnf'=ln(`p') 

 end 

 

The line “args lnf xb” is important.  It indicates that the quantity that we wish to maximise is 
the sum over the sample of the variable named “lnf”, and that the parameters with respect to 

which we wish to maximise it are implicit in the variable “xb”, which corresponds to        
in the formula. 
 
In order to run the progam, we use the two lines: 
 
ml model lf myprobit (yy = w) 

ml maximize 

 
The results are as follows: 
 
. ml model lf myprobit (yy = w) 

 

. ml maximize 

 

initial:       log likelihood = -727.80454 

alternative:   log likelihood = -654.49927 

rescale:       log likelihood = -654.49927 

Iteration 0:   log likelihood = -654.49927   

Iteration 1:   log likelihood = -635.81156   

Iteration 2:   log likelihood = -635.78722   

Iteration 3:   log likelihood = -635.78722   

                                                  Number of obs   =       1050 

                                                  Wald chi2(1)    =      36.45 

Log likelihood = -635.78722                       Prob > chi2     =     0.0000 

 

------------------------------------------------------------------------------ 

          yy |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

           w |  -.0832157   .0137842    -6.04   0.000    -.1102322   -.0561992 

       _cons |   .9132962   .0836698    10.92   0.000     .7493065    1.077286 

------------------------------------------------------------------------------ 
 
Note that the results are exactly the same as the results obtained using the command “probit 
y w”, presented in Section 3.2.2. 
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3.4.  Structural Modelling 
 
In the present context, a structural model is one that is expressed in terms of the individual’s 
utility function.  The models analysed above are not structural; they simply attempted to 
explain the data. 
 
Firstly, let us assume that all individuals have the same utility function, which is: 
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This is known as the Constant Relative Risk Aversion (CRRA) utility function, because the 
parameter r is the coefficient of relative risk aversion: the higher is r, the more risk averse the 
subject.  Note that r can be negative, indicating risk-seeking. 
 
Secondly, let us assume that individuals maximise expected utility. 
 
We shall continue to use the “house money” example introduced in Section 3.2.2.  The 
expected utilities from choosing the safe and risky choices are: 
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Thirdly, let us assume that when an individual computes the Expected Utility difference, they 

make a computational error , where  2~ 0,N  .  This type of error has come to be 

known in risk modelling as a Fechner error term after Fechner (1860/1966). 
 
Given these three assumptions, the safe choice is made if: 
 

     0EU S EU R     

 
where EU(S) and EU(R) are defined above. 
 
The probability of the Safe choice being made is therefore: 
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Using the “yy trick” introduced in Section 2.2, the log-likelihood function may be written: 
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We maximise LogL to obtain estimates of the two parameters r and .  Unfortunately there is 
no STATA command that does this for us!  We need to program it and use ML. 
 
The required program (contained in structural program) is: 
  
gen yy=2*y-1 

 

version 10 

 

program structural 

 args lnf r sig 

 tempvar eus eur diff p  

 

 quietly gen double `eus'=(w+5)^(1-`r')/(1-`r') 

quietly gen double `eur'=0.5*w^(1-`r')/(1-`r')+0.5*(w+10)^(1-

`r')/(1-`r') 

 quietly gen double `diff'=(`eus'-`eur')/`sig' 

 quietly gen double `p'=normprob(yy*`diff') 

 quietly replace `lnf'=ln(`p') 

 end 

 

 

ml model lf structural () () 

ml maximize 

 
The line “args lnf r sig” is again important.  Here, it indicates that the quantity we are seeking 
to maximise is named “lnf”, and that the parameters that we wish to maximise it with respect 
to are “r” and “sig”. 
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We then run the program: 
 
 

. ml model lf structural () () 

 

. ml maximize 

 

initial:       log likelihood =     -<inf>  (could not be evaluated) 

feasible:      log likelihood = -635.73505 

rescale:       log likelihood = -635.73505 

rescale eq:    log likelihood = -629.14687 

Iteration 0:   log likelihood = -629.14687   

Iteration 1:   log likelihood = -628.71197   

Iteration 2:   log likelihood = -628.66952   

Iteration 3:   log likelihood = -628.59732   

Iteration 4:   log likelihood = -628.59595   

Iteration 5:   log likelihood = -628.59595   

 

                                                  Number of obs   =       1050 

                                                  Wald chi2(0)    =          . 

Log likelihood = -628.59595                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

             |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   .3222765   .1259483     2.56   0.011     .0754223    .5691307 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |   .5349697   .1117196     4.79   0.000     .3160034     .753936 

------------------------------------------------------------------------------ 

 

We see that the following estimates are obtained for the two parameters: 
 
ˆ 0.3223

ˆ 0.5349

r







 

 
So, on the basis of the assumptions of this model, it appears that every individual is 
operating with the same utility function: 
 

  
0.6777

0.6777

x
U x 

 
 
 
And also that, when individuals compute the difference between the expected utilities of the 
two lotteries, they make a random computational error with mean zero and standard 
deviation 0.5349. 
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3.5.  Further structural modelling 
 
3.5.1 The Random Preference Model 
 
We continue to assume that subjects have the Constant Relative Risk Aversion (CRRA) 
utility function: 
 

  
1

1 (5.1)
1

rx
U x r

r



 


 

 
In Section 3.4, we assumed that all individuals had the same risk attitude, i.e. all had the 
same value of r.  We attributed variation in choices to errors in the computations of expected 
utilities. 
 
Here, we shall take a different approach.  We shall assume (more realistically) that each 
subject has their own Coefficient of Relative Risk Aversion, r.  We just need to make an 
assumption about how r varies over the population.  An obvious assumption is: 
 

  2~ , (5.2)r N    

 
We ask each subject to make a choice between two lotteries, S and R.  We shall use the 
popular Holt and Laury (2002) design, which is presented in the following table: 
 

Problem Safe Risky r* 

1 (0.1, $2.00;  0.9, $1.60) (0.1, $3.85;  0.9, $0.10) -1.72 
2 (0.2, $2.00;  0.8, $1.60) (0.2, $3.85;  0.8, $0.10) -0.95 
3 (0.3, $2.00;  0.7, $1.60) (0.3, $3.85;  0.7, $0.10) -0.49 
4 (0.4, $2.00;  0.6, $1.60) (0.4, $3.85;  0.6, $0.10) -0.15 
5 (0.5, $2.00;  0.5, $1.60) (0.5, $3.85;  0.5, $0.10) 0.15 
6 (0.6, $2.00;  0.4, $1.60) (0.6, $3.85;  0.4, $0.10) 0.41 
7 (0.7, $2.00;  0.3, $1.60) (0.7, $3.85;  0.3, $0.10) 0.68 
8 (0.8, $2.00;  0.2, $1.60) (0.8, $3.85;  0.2, $0.10) 0.97 
9 (0.9, $2.00;  0.1, $1.60) (0.9, $3.85;  0.1, $0.10) 1.37 
10 (1.0, $2.00;  0.0, $1.60) (1.0, $3.85;  0.0, $0.10)  

Table 1:  The Holt and Laury design, with threshold risk aversion parameter for each choice 
problem. 
 
There are 10 problems listed in order.  In Problem 1, we expect all subjects to choose S; in 
Problem 10, we expect all subjects to choose R (in fact, R dominates in Problem 10).  What 
is interesting, is where in the sequence a subject switches from S to R, since this will 
indicate their attitude to risk. 
 
In the fourth column, a value r* is shown.  This is known as the “threshold risk attitude” for 
the problem.  It is the risk attitude (i.e. the coefficient of relative risk aversion) that would 
make a subject indifferent between S and R for the choice problem.  It can be worked out 
using Excel (see the spreadsheet: risk aversion calculations – shown below). 
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r: -1.72 -0.95 -0.49 -0.15 0.15 0.41 0.68 0.97 1.37 

prob of higher 
outcome: 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 

          x U(x) U(x) U(x) U(x) U(x) U(x) U(x) U(x) U(x) 

0.1 0.000701 0.005754 0.021718 0.061561 0.166181 0.43566 1.495719 31.10848 -6.33575 

1.6 1.320193 1.282329 1.351925 1.492932 1.754216 2.236551 3.632189 33.80667 -2.2713 

2 2.422327 1.981408 1.885161 1.929686 2.120589 2.551266 3.901033 34.03374 -2.0913 

3.85 14.38415 7.105814 5.002075 4.098095 3.700179 3.754653 4.81058 34.70904 -1.64126 

          eu(S): 1.430406 1.422145 1.511896 1.667634 1.937403 2.42538 3.82038 33.98832 -2.1093 

eu(R): 1.439046 1.425766 1.515825 1.676174 1.93318 2.427056 3.816122 33.98893 -2.11071 

          cert equiv (S): 1.647867 1.687207 1.724713 1.761618 1.798329 1.835619 1.873599 1.912933 1.954209 

cert equiv (R): 1.651519 1.689409 1.72772 1.76946 1.793719 1.83777 1.867081 1.914063 1.950689 

          Table 2:  The risk aversion calculator 

 
As an example, if a subject chooses S on problems 1-6, and chooses R on problems 7-10, 
they are revealing that their risk attitude (r) is somewhere between 0.41 and 0.68. 
 
Here, we assume that each subject is only asked to solve one of the ten problems.  Each 
problem is solved by 10 subjects, so we have 100 subjects in total.  The data is contained in 
the file holtlaury. 
 
Assume that subject i is presented with a choice problem with threshold risk level ri*.  Let yi = 
1 if S is chosen, and yi = 0 R is chosen.  The probability subject i choosing S is (using the 
normal distribution of r specified in (4.2)): 
 

 

   
* * *

*

* (5.3)

1

1
1, ,

i i i
i i i

i

r r r
P y P r r P z P z

r i n

  

  



 

     
     
     
     

  
   

  

  
        

    

 

 
Again we have a probit model with dependent variable y.  The explanatory variable is the 
threshold risk attitude for the problem being solved, r*. 
 

The intercept is 



 and the slope is 

1


 .  Therefore from the probit estimates we are able to 

deduce estimates of  and .  STATA can do this for us. 
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The output is as follows: 
 

 
. probit y rstar 

 

Iteration 0:   log likelihood = -68.994376   

Iteration 1:   log likelihood = -32.754689   

Iteration 2:   log likelihood = -31.899974   

Iteration 3:   log likelihood = -31.896643   

Iteration 4:   log likelihood = -31.896643   

 

Probit regression                                 Number of obs   =        100 

                                                  LR chi2(1)      =      74.20 

                                                  Prob > chi2     =     0.0000 

Log likelihood = -31.896643                       Pseudo R2       =     0.5377 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

       rstar |  -1.826082   .3481266    -5.25   0.000    -2.508398   -1.143767 

       _cons |   .7306556   .2264169     3.23   0.001     .2868867    1.174424 

------------------------------------------------------------------------------ 

Note: 10 failures and 0 successes completely determined. 

 

. nlcom (mu: -_b[_cons]/_b[rstar])  (sig: -1/_b[rstar]) 

 

          mu:  -_b[_cons]/_b[rstar] 

         sig:  -1/_b[rstar] 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

          mu |    .400122   .0978294     4.09   0.000     .2083799    .5918641 

         sig |   .5476205    .104399     5.25   0.000     .3430021    .7522389 

------------------------------------------------------------------------------ 

 

 

Note that we have estimates of  and .  But this time, as we have estimated a Random 
Preference model, the interpretation is as follows:  
 
Every individual has a different “coefficient of relative risk aversion”, drawn from the following 
distribution: 
 

  2~ 0.4001, 0.5476r N  

 
Having drawn their risk aversion parameter, they use this in the expected utility calculation, 
which they perform without error. 
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3.5.2 The Delta Method 
 

The delta method is used to obtain standard errors of the estimates of  and . 
 

Let the probit estimates be ̂  and ̂ .  We might refer to these estimates as the reduced 

form estimates.  Using STATA, we can obtain an estimate of the variance matrix of these 
estimates: 
 

 
   

   

ˆ ˆˆvar cov ,ˆ
ˆ

ˆ ˆˆ ˆcov , var
V

  


   

 
   
    
   

 



 (5.4)

 

 
The square roots of the diagonal elements of this matrix are the standard errors that we see 
in the STATA output. 
 

If you wanted to see V̂ , you would use the following commands after “probit”: 
 
 mat V = e(V) 
 mat list V 
 

The parameters that we are interested in are functions of  and . 
 

 

1 1
; ;

 
   

   
       

 (5.5)

 

 

We would refer to  and  as the structural parameters, being parameters of the utility 
function underlying behaviour.    
 
We require the matrix D, where: 
 

 
2

2

1

1
0

D

 

  

 

  

  
  
  
  
  

   

 


 
 

 

 
 (5.6)

 

 

Let D̂  be the matrix D with parameters replaced by MLE’s.  The variance matrix of ̂  and ̂  

is: 
 

 
ˆˆˆ ˆ ˆ ˆ '

ˆ ˆ
V D V D

 

 

   
          



 (5.7)

 

 
The required standard errors are the square roots of the diagonal elements of this matrix. 
 
Note that the delta method is applied using the NLCOM command in STATA.  This 
command will be used again.  The example presented at the end of Section 3.5.1 makes 
clear the required syntax of the command. 
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3.5.3  Another example using the delta method 
 
In Section 3.2.1, we considered the problem of estimating the proportion (p) of red balls in an 
urn based on a sample of balls drawn with replacement.  In the example analysed, 10 balls 
were drawn, of which 7 were red.  We derived the MLE of p to be 0.7, and we also derived 
the asymptotic standard error of this estimate to be 0.145. 
 
In this sub-section, we will demonstrate how it is possible to estimate this parameter and its 
standard error using the probit model.  The dependent variable in the probit model is the 
binary variable indicating whether (y=1) or not (y=0) the drawn ball is red.  We therefore 
require a column named y containing 7 ones and 3 zeros, in any order.  We then estimate 
the probit model with no explanatory variables, that is, one in which only an intercept, β0, is 
estimated: 
 

    01P y     (5.8) 

 
The results obtained are as follows. 
 

. probit y 

 

Iteration 0:   log likelihood =  -6.108643   

Iteration 1:   log likelihood =  -6.108643   

 

Probit regression                                 Number of obs   =         10 

                                                  LR chi2(0)      =       0.00 

                                                  Prob > chi2     =          . 

Log likelihood =  -6.108643                       Pseudo R2       =     0.0000 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

       _cons |   .5244005    .416787     1.26   0.208     -.292487    1.341288 

------------------------------------------------------------------------------ 

 

Note that the estimate of the intercept is 0.5244.  To deduce the parameter p (the probability 
of a red ball, we need to apply (5.8) to this estimate.  We may use the delta method to obtain 
this. 
 

. nlcom p_hat: normal(_b[_cons]) 

 

       p_hat:  normal(_b[_cons]) 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

       p_hat |         .7   .1449138     4.83   0.000     .4159742    .9840258 

------------------------------------------------------------------------------ 

 
Reassuringly, the delta method gives an estimate of p of exactly 0.7, and also gives an 
asymptotic standard error of 0.145, the same as the one we obtained using a different 
method in Section 3.2.1.  Note also that the maximised log-likelihood (-6.1086) is the same 
as that that we see in Figure 1b (in which the log-likelihood function was plotted in Excel). 
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3.6.  Other data types 
 
3.6.1 Interval data 
 
Let us return to the Holt and Laury (2002) design.  See Table 1 in Section 3.5.1, which 
showed the “threshold risk aversion parameter” for each choice problem. 
 
We continue to assume that subjects have the Constant Relative Risk Aversion (CRRA) 
utility function: 
 

  
1

1 (6.1)
1

rx
U x r

r



 


 

 
Recall that in the fourth column, we show the value of r (the coefficient of relative risk 
aversion) that would make a subject indifferent between the two lotteries. 
 
Recall also that in Problem 1, we expect all subjects to choose S; in Problem 10, we expect 
all subjects to choose R.  In Section 3.4, we considered ways of estimating the distribution of 
r over the population, when the available data consists of choices between pairs of lotteries. 
 
In this Section, we assume that the available information is more precise.  We ask each 
subject to solve each choice problem in order, starting with problem 1, thus revealing where 
in the list they switch from S to R.  Knowledge of where a subject switches gives us an 
interval for r for that subject.  For example, a subject switching between problems 5 and 6 is 
revealing that their coefficient of relative risk aversion is between 0.15 and 0.41. 
 
The sort of data that results is known as “interval data”.  We are interested in the appropriate 
method for estimating the distribution of r over the population when interval data is available. 
 
The file Interval data contains this information for 100 subjects (as well as information on 
subject characteristics). 
 
As in Section 3.4.1, we assume that the distribution of r over the population is: 
 

  2~ ,r N    (6.2) 

 
For each subject, i, we have a lower bound (li) and an upper bound (ui) for their r-value.  The 
likelihood contribution for each subject is the probability of them being in the interval in which 
they are observed.  So: 
 

       i i
i i i i i

u l
L P l r u P r u P r l

 

 

  
  

   

 
           (6.3) 

 
So the sample log-likelihood is: 
 

 
1

ln
n

i i

i

u l
LogL

 

 

   
   
     

 
    (6.4) 

 

(6.4) is maximized to give MLEs of  and . 
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This is called the interval regression model (although there are currently no explanatory 
variables).  To estimate it in STATA, use the command: 
 
 intreg  rlower rupper 
 
where “rlower” and “rupper” are the variables containing the lower and upper bounds for 
each observation. 
 
The results are as follows: 
 
. intreg rlower rupper 

 

Fitting constant-only model: 

 

Iteration 0:   log likelihood = -199.07231   

Iteration 1:   log likelihood = -198.96851   

Iteration 2:   log likelihood = -198.96849   

 

Fitting full model: 

 

Iteration 0:   log likelihood = -198.96849   

Iteration 1:   log likelihood = -198.96849   

 

Interval regression                               Number of obs   =        100 

                                                  LR chi2(0)      =       0.00 

Log likelihood = -198.96849                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

             |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

       _cons |    .613146   .0597808    10.26   0.000     .4959777    .7303143 

-------------+---------------------------------------------------------------- 

    /lnsigma |  -.5323404   .0764651    -6.96   0.000    -.6822092   -.3824716 

-------------+---------------------------------------------------------------- 

       sigma |    .587229   .0449025                       .505499    .6821733 

------------------------------------------------------------------------------ 

 

  Observation summary:         0   left-censored observations 

                               0   uncensored observations 

                               6  right-censored observations 

                              94   interval observations  
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Estimates of the parameters of interest can be read directly.  The distribution of risk-attitude 
over the population is estimated to be: 
 

   2~ 0.613, 0.587r N  

 
Explanatory variables 
 
We might want to allow risk attitude to vary according to subject characteristics.  For 
example: 
 

 

 

0 1 2

2

'

~ 0,

i i i i

i i

i

r age male

x
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   (6.5) 

 
With this generalization, (6.2) becomes: 
 

  2~ ' ,i ir N x    (6.6) 

 
and the log-likelihood function becomes: 

 
1

' '
ln

n
i i i i

i

u x l x
LogL

 

 

    
    
     

 
    (6.7) 

 
To estimate an interval regression model with explanatory variables, we do as follows: 
 
. intreg rlower rupper age male 

 

Fitting constant-only model: 

 

Iteration 0:   log likelihood = -199.07231   

Iteration 1:   log likelihood = -198.96851   

Iteration 2:   log likelihood = -198.96849   

: 

Iteration 0:   log likelihood = -197.24143   

Iteration 1:   log likelihood = -197.17109   

Iteration 2:   log likelihood = -197.17108   

 

Interval regression                               Number of obs   =        100 

                                                  LR chi2(2)      =       3.59 

Log likelihood = -197.17108                       Prob > chi2     =     0.1657 

 

------------------------------------------------------------------------------ 

             |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

         age |     .02213   .0196956     1.12   0.261    -.0164727    .0607327 

        male |  -.2165679   .1341118    -1.61   0.106    -.4794222    .0462864 

       _cons |   .1592841   .4565128     0.35   0.727    -.7354646    1.054033 

-------------+---------------------------------------------------------------- 

    /lnsigma |  -.5507208   .0764747    -7.20   0.000    -.7006085   -.4008332 

-------------+---------------------------------------------------------------- 

       sigma |   .5765341   .0440903                      .4962832    .6697618 

------------------------------------------------------------------------------ 

 

  Observation summary:         0  left-censored observations 

                               0     uncensored observations 

                               6 right-censored observations 

                              94       interval observations 
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From these results, we now have an equation which determines the risk-aversion parameter 
for an individual of a given age and gender: 
 

 0.159ˆ 0.022 0.217i i ir age male  

 
 
However, note that neither of these explanatory variables appear to have significant effects 
on risk attitude.  “Male” is close to being significant, and the negative sign would tell us that 
males are less risk-averse (or more risk-seeking) than females. 
 
3.6.2  Continuous (exact) data 
 
Yet another way of eliciting risk attitude is to present a subject with a single lottery, and ask 
them for their “certainty equivalent”, i.e. the amount of money such that they would be 
exactly indifferent between receiving this sum of money and playing the lottery.  Another way 
of asking for a certainty equivalent is simply to ask what valuation the subject places on the 
lottery. 
  
For example, if the lottery is: 
 
 (0.3, $3.85;  0.7, $0.10) 
 
and the subject claims that their certainty equivalent is $0.75, then we can deduce that their 
coefficient of relative risk aversion is exactly 0.41.  How do we know this?  Because: 
 

 
1 0.41 1 0.41 1 0.413.85 0.10 0.75

0.3 0.7
1 0.41 1 0.41 1 0.41

  

 
  

 

 
This may be verified by looking again at Table 2. 
 
A very important question is: how do you elicit a subject’s certainty equivalent?  You can 
simply ask them, and hope that they give an honest answer.  But, according to some, there 
needs to be an incentive for the subject to report their certainty equivalent correctly.  The 
scheme used to elicit the certainty equivalent needs to be incentive compatible. 
 
One popular method for doing this, which is, under reasonable assumptions, incentive 
compatible, is the Becker-DeGroot-Marschak (BDM; Becker et al., 1962) incentive 
mechanism.  BDM is described as follows.  The individual is asked to place a valuation on a 
lottery (i.e. to report their certainty equivalent).  They are told that after they have done this, 
a random “price” will be generated.  If the randomly-generated price is higher than their 
reported valuation, they will be given an amount of money equal to this price; if the price is 
lower than their valuation, they will play the lottery. 
 
In the file exact data, we have the values of r elicited in this way for 100 subjects.  This is 
“exact” data in the sense that the value of r is exactly observed.  It is also “continuous” data 
as opposed to “discrete” (binary and interval data are both forms of “discrete” data). 
 
The distribution of r over the sample of 100 subjects looks like this: 
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Figure 4: The distribution of r over 100 subjects. 
 
We return to the assumption: 
 

  2~ ,r N    (5.8) 

 

How do we estimate  and   when exact data is available?  First, let us consider what 
happens when we try to do this using maximum likelihood. 
 
Consider the density associated with a particular observation ri: 
 

  
 

2

2

1 1
; , exp

22

i i
i

r r
f r

 
  

  

 
  
    

 

 
    (5.9) 

 

where  .  is the standard normal p.d.f.  (5.9) is the likelihood contribution for subject i.  So 

the log-likelihood function is: 
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  (5.10) 

 
To program this, we would do as follows (see exact data ml): 
 
 
  

0
.5

1
1
.5

2

D
e

n
s
it
y

-.4 -.2 0 .2 .4 .6
r



51 

 

version 10 

 

program define exact 

 args lnf xb sig 

 tempvar y p 

 

 quietly gen double `y'=$ML_y1 

 quietly gen double `p'=(1/`sig')*normalden((`y'-`xb')/`sig') 

 quietly replace `lnf'=ln(`p') 

 end 

 

 

ml model lf exact (r= ) ()  

ml maximize 

 

Giving the results: 
 
. ml model lf exact (r= ) ()  

 

. ml maximize 

 

initial:       log likelihood =     -<inf>  (could not be evaluated) 

feasible:      log likelihood = -60.251905 

rescale:       log likelihood = -7.5739988 

rescale eq:    log likelihood =  3.1167494 

Iteration 0:   log likelihood =  3.1167494   

Iteration 1:   log likelihood =  3.3114307   

Iteration 2:   log likelihood =  3.6373454   

Iteration 3:   log likelihood =   3.637384   

Iteration 4:   log likelihood =   3.637384   

 

                                                  Number of obs   =        100 

                                                  Wald chi2(0)    =          . 

Log likelihood =   3.637384                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

           r |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   .1340463   .0233327     5.74   0.000     .0883149    .1797776 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |   .2333275   .0164987    14.14   0.000     .2009905    .2656644 

------------------------------------------------------------------------------ 

 

 
And we see that the maximum likelihood estimates are: 
 

 

ˆ 0.134

ˆ 0.233









 

  

Of course, there is a much easier way of obtaining the MLEs of  and   when exact data is 
available: 
 
 
. summ r 

 

    Variable |       Obs        Mean    Std. Dev.       Min        Max 

-------------+-------------------------------------------------------- 

           r |       100    .1340463    .2345029  -.4884877   .6499107 

 

The maximum likelihood estimates of  and  are just the sample mean and sample s.d. 
respectively, of the variable r. 
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Not that the main purpose of using ML above is to remind ourselves of the structure of the 
log-likelihood function in a situation in which the data is continuous.   
 

What is interesting about the results is that the estimate of  (0.134) is much closer to zero 
than the estimates obtained using all other methods so far (which have varied between 
0.371 and 0.613). 
 
This suggests that, while we know that most subjects are risk averse when choosing 
between lotteries, they tend towards risk neutrality when asked for certainty equivalents 
(when r=0, we would have risk neutrality). 
 
Another way of saying this is that when a subject is asked for a certainty equivalent, there is 
a tendency for them to compute the expected value of the lottery, and to report something 
close to this. 
 
Note that the tendency towards risk-neutrality in valuation problems is an obvious 
explanation for the well-known “Preference Reversal” phenomenon (first brought to the 
attention of economists by Grether and Plott, 1979).  This is the tendency for subjects to 
prefer the safer lottery (the “P-bet”) when asked to choose between them, but to place a 
higher valuation on the riskier lottery (the “$-bet”). 
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3.6.3 Censored data 
 
As an example of censored data, we shall use data from a public goods game.  The method 
of elicitation described here is an example of what is known as the voluntary-contribution 
mechanism (VCM). 
 
Subjects are arranged into groups of seven (say).  Each subject is given an endowment of 
ten tokens.  Subjects take turns to contribute part of their endowment to a public fund (they 
can contribute any amount from 0 up to 10 tokens).  Whatever they do not contribute is kept 
for themselves.  When all seven have contributed, the total amount in the public fund is 
doubled, and then shared equally among the seven subjects in the group. 
 
The unique Nash equilibrium is for all seven subjects to “free-ride”, that is, to contribute 
nothing to the public fund.  However, as usual, experimental data is at odds with this 
theoretical prediction: many subjects contribute a positive amount.  In particular, some 
subjects are observed basing their contribution on the previous contributions of others.  Such 
subjects are known as “reciprocators”. 
 
The file pg contains data from 1000 subjects on: 
 
 y: subject’s contribution to the public fund 
 previous: mean of contributions by others in the group who have already 

contributed. 
 

 
Figure 5: contribution against mean of previous contribution, with smoother. 
 
y is known as a “doubly-censored” variable.  This is because it is censored from below at 0 
(contribution cannot be less than 0), and censored from above at 10 (contribution cannot be 
greater than 10). 
 
A model of reciprocity is: 
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*iy  is desired contribution by subject i.  yi is observed contribution.  The censoring rules 

are: 
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We sometimes say that there are three regimes.  To obtain the likelihood contributions, we 
consider each regime in turn: 
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Putting the three together, the sample log-likelihood becomes: 
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  (6.3) 
 
I.  is the indicator function, taking the value one if the subscripted expression is true, and 
zero otherwise. 
 
The model developed in (6.1) through (6.3) is known as the 2-limit tobit model.  It is 
estimated in STATA as follows: 
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. tobit  y previous, ll(0) ul(10) 

 

Tobit regression                                  Number of obs   =       1000 

                                                  LR chi2(1)      =     350.26 

                                                  Prob > chi2     =     0.0000 

Log likelihood = -1974.3293                       Pseudo R2       =     0.0815 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

    previous |    1.13138   .0598655    18.90   0.000     1.013904    1.248857 

       _cons |  -3.376844   .3647197    -9.26   0.000    -4.092549   -2.661139 

-------------+---------------------------------------------------------------- 

      /sigma |    4.59364   .1550483                      4.289383    4.897898 

------------------------------------------------------------------------------ 

  Obs. summary:        370  left-censored observations at y<=0 

                       548     uncensored observations 

                        82 right-censored observations at y>=10 

 

 
The slope estimate of 1.13 strongly confirms the existence of the reciprocity phenomenon in 
this data.  In fact, the value slightly larger than one indicates that, disregarding to the 
minimum and maximum contributions of 0 and 10 respectively, the predicted contribution 
rises by more than one when the mean of previous contributions rises by one. 
 
Note the serious bias that arises when an OLS regression is used instead: 
 
. regress y previous 

 

      Source |       SS       df       MS              Number of obs =    1000 

-------------+------------------------------           F(  1,   998) =  481.40 

       Model |  3898.48342     1  3898.48342           Prob > F      =  0.0000 

    Residual |  8082.06758   998  8.09826411           R-squared     =  0.3254 

-------------+------------------------------           Adj R-squared =  0.3247 

       Total |   11980.551   999  11.9925435           Root MSE      =  2.8457 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

    previous |    .696603   .0317492    21.94   0.000     .6343001    .7589059 

       _cons |  -.0761526   .1819298    -0.42   0.676    -.4331613    .2808562 

------------------------------------------------------------------------------ 

 

The important point here is that the slope, and therefore the extent of reciprocity, is seriously 
under-estimated if the censoring at 0 and 10 is not taken into account.  This may be 
explained with reference to Figure 5.  The lower-censored observations (i.e. the zero 
contributions) are concentrated more highly at the left-hand end of the graph (i.e. at low 
levels of previous contributions), and the presence of these observations have the effect of 
pulling the lower end of the linear regression line upwards.  The upper-censored 
observations (i.e. the contributions of ten) are concentrated at the right-hand side of the 
graph – their presence has the effect of pulling the top end of the regression line downwards.  
The combined effect of both groups of censored observations is a severe downward bias in 
the regression slope.  
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3.7.  The Ultimatum Game: Further Analysis 
 
3.7.1  Gender Effects in the Ultimatum Game; parametric and non-parametric tests. 
 
A large amount of research has been done on gender effects in the ultimatum game.  A 
good paper to start with is Eckel and Grossman (2001).  For a very useful recent survey of 
gender differences in a wider context, see Croson and Gneezy (2009).    
 
We return to our own data on the Ultimatum Game (contained in the file UG) that was 
analysed in Section 1.  Consider the distribution of Proposer Offers separately by gender:  

 
Figure 5a: Proposers’ offers - Females 

 
Figure 5b: Proposers offers - Males 

 
The most obvious way to test for a gender effect in Proposer’s offers is to apply the various 
parametric and non-parametric tests introduced in Chapter 2.  Note that these are the tests 
that experimental economists routinely use to test for treatment effects.  Here, we are testing 
for a gender effect, not a treatment effect.  But the procedure and the rules for interpreting 
the result are the same. 
 
The first thing we might wish to do is to test for normality in the distribution of Proposer 
offers: 
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1.  The Shapiro-Wilk Test 
 
. swilk y if male_i==0 

 

                   Shapiro-Wilk W test for normal data 

 

    Variable |    Obs       W           V         z       Prob>z 

-------------+-------------------------------------------------- 

           y |     91    0.97546      1.873     1.385    0.08305 

 

. swilk y if male_i==1 

 

                   Shapiro-Wilk W test for normal data 

 

    Variable |    Obs       W           V         z       Prob>z 

-------------+-------------------------------------------------- 

           y |    109    0.98808      1.058     0.126    0.44986 

 

2.  The skewness/kurtosis Test 
 

 
. sktest  y if male_i==0 

 

                    Skewness/Kurtosis tests for Normality 

                                                         ------- joint ------ 

    Variable |    Obs   Pr(Skewness)   Pr(Kurtosis)  adj chi2(2)    Prob>chi2 

-------------+--------------------------------------------------------------- 

           y |     91      0.3391         0.0000        21.61         0.0000 

 

. sktest  y if male_i==1 

 

                    Skewness/Kurtosis tests for Normality 

                                                         ------- joint ------ 

    Variable |    Obs   Pr(Skewness)   Pr(Kurtosis)  adj chi2(2)    Prob>chi2 

-------------+--------------------------------------------------------------- 

           y |    109      0.3899         0.0135         6.42         0.0403 

 
 
The skewness/kurtosis test appears to have a power advantage over the Shapiro-
Wilk test.  The latter confirms that the data is non-normal. 
 

The next thing we might wish to do is to test for equal variances between the two samples.  
The results of this test are as follows: 
 

. sdtest y, by(male_i) 

 

Variance ratio test 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       0 |      91    37.37363    1.115618    10.64231    35.15726       39.59 

       1 |     109    33.86239    .8779076    9.165624    32.12222    35.60255 

---------+-------------------------------------------------------------------- 

combined |     200       35.46    .7067101     9.99439     34.0664     36.8536 

------------------------------------------------------------------------------ 

    ratio = sd(0) / sd(1)                                         f =   1.3482 

Ho: ratio = 1                                    degrees of freedom =  90, 108 

 

    Ha: ratio < 1               Ha: ratio != 1                 Ha: ratio > 1 

  Pr(F < f) = 0.9314         2*Pr(F > f) = 0.1372           Pr(F > f) = 0.0686 

 

 
Note that this test shows mild evidence that the two variances are different.  We might wish 
to allow for this differences in variance in the next test, the independent samples t-test for a 
gender difference in Proposer offers: 
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1. The independent samples t-test (assuming equal variances) 
 
 

. ttest y, by(male_i) 

 

Two-sample t test with equal variances 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       0 |      91    37.37363    1.115618    10.64231    35.15726       39.59 

       1 |     109    33.86239    .8779076    9.165624    32.12222    35.60255 

---------+-------------------------------------------------------------------- 

combined |     200       35.46    .7067101     9.99439     34.0664     36.8536 

---------+-------------------------------------------------------------------- 

    diff |            3.511241    1.400706                .7490252    6.273457 

------------------------------------------------------------------------------ 

    diff = mean(0) - mean(1)                                      t =   2.5068 

Ho: diff = 0                                     degrees of freedom =      198 

 

    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 

 Pr(T < t) = 0.9935         Pr(|T| > |t|) = 0.0130          Pr(T > t) = 0.0065 

 

 
2. The independent samples t-test (assuming unequal variances) 
 
 

. ttest y, by(male_i) unequal 

 

Two-sample t test with unequal variances 

------------------------------------------------------------------------------ 

   Group |     Obs        Mean    Std. Err.   Std. Dev.   [95% Conf. Interval] 

---------+-------------------------------------------------------------------- 

       0 |      91    37.37363    1.115618    10.64231    35.15726       39.59 

       1 |     109    33.86239    .8779076    9.165624    32.12222    35.60255 

---------+-------------------------------------------------------------------- 

combined |     200       35.46    .7067101     9.99439     34.0664     36.8536 

---------+-------------------------------------------------------------------- 

    diff |            3.511241    1.419621                .7098767    6.312605 

------------------------------------------------------------------------------ 

    diff = mean(0) - mean(1)                                      t =   2.4734 

Ho: diff = 0                     Satterthwaite's degrees of freedom =  178.831 

 

    Ha: diff < 0                 Ha: diff != 0                 Ha: diff > 0 

 Pr(T < t) = 0.9928         Pr(|T| > |t|) = 0.0143          Pr(T > t) = 0.0072 

 
 

Note that, whether or not we assume equal variances, there is strong evidence of a gender 
difference.  Note that the evidence is slightly stronger (indicated by the slightly smaller p-
value) when equal variances are assumed. 
 
Finally, we turn to non-parametric tests. 

 
3. The Mann-Whitney test 
 
. ranksum y, by(male_i) 

 

Two-sample Wilcoxon rank-sum (Mann-Whitney) test 

 

      male_i |      obs    rank sum    expected 

-------------+--------------------------------- 

           0 |       91     10122.5      9145.5 

           1 |      109      9977.5     10954.5 

-------------+--------------------------------- 

    combined |      200       20100       20100 
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unadjusted variance   166143.25 

adjustment for ties    -1147.79 

                     ---------- 

adjusted variance     164995.46 

 

Ho: y(male_i==0) = y(male_i==1) 

             z =   2.405 

    Prob > |z| =   0.0162 

 
4. The Kolmogorov-Smirnov test 
 
. ksmirnov y, by(male_i) 

 

Two-sample Kolmogorov-Smirnov test for equality of distribution functions 

 

 Smaller group       D       P-value  Corrected 

 ---------------------------------------------- 

 0:                  0.0201    0.961 

 1:                 -0.2122    0.011 

 Combined K-S:       0.2122    0.023      0.015 

 

Note: ties exist in combined dataset; 

      there are 35 unique values out of 200 observations. 

 
5. The Epps-Singleton test 
 
. escftest y, group(male_i) 

 

Epps-Singleton Two-Sample Empirical Characteristic Function test 

 

Sample sizes: male_i = 0           91 

              male_i = 1          109 

              total               200 

t1                              0.400 

t2                              0.800 

 

Critical value for W2 at 10%     7.779 

                          5%     9.488 

                          1%    13.277 

Test statistic W2               11.220 

 

Ho: distributions are identical 

P-value                       0.02420 

 
 
The conclusion we reach from the application of each of these tests is that male Proposers 
tend to offer less than female Proposers.  Another more general conclusion is that, the more 
that can be assumed about the data (i.e. the more “parametric” the test the stronger the test 
result tends to be (in terms of the closeness to zero of the p-value). 
 
Another way of looking for a gender effect is using regression analysis.  The important 
advantage of regression analysis is that it enables us to estimate different effects at the 
same time. 
 
For example, we might wish to do the following: 
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. gen male_to_female=male_i*(1-male_j) 

 

. regress y male_i male_j male_to_female 

 

      Source |       SS       df       MS              Number of obs =     200 

-------------+------------------------------           F(  3,   196) =    3.37 

       Model |  976.185392     3  325.395131           Prob > F      =  0.0195 

    Residual |  18901.4946   196   96.436197           R-squared     =  0.0491 

-------------+------------------------------           Adj R-squared =  0.0346 

       Total |    19877.68   199  99.8878392           Root MSE      =  9.8202 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

      male_i |  -4.519608   1.885099    -2.40   0.017     -8.23729   -.8019261 

      male_j |   3.744608   2.074081     1.81   0.073    -.3457722    7.834988 

male_to_fe~e |   2.381863    2.80275     0.85   0.396    -3.145557    7.909282 

       _cons |     35.275   1.552709    22.72   0.000     32.21284    38.33716 

------------------------------------------------------------------------------ 

  

These results tell us that: 
 
1. Male Proposers tend to offer 4.5 units less than female Proposers, ceteris paribus. 
 
2. Proposers tend to offer 3.7 units more when the Responder is male, than when the 

Responder is female, ceteris paribus.  Note that this effect is only marginally 
significant. 

 
3. Male proposers tend to offer 2.38 units more when the Responder is female than 

when the Responder is male, ceteris paribus.  Eckel and Grossman (2001) refer to 
this effect as the “chivalry effect”.  Note that the effect is not statistically significant in 
this sample. 

 
In consideration of conclusion 2, that Proposers offer more when the Responder is male, we 
might ask whether it is rational to do so.  It is rational to offer more to male Responders if 
males are more likely to reject offers.  To see if this is the case, we go back to the probit 
model of Section 1.3, and add gender of Responder as an explanatory variable in addition to 
Proposer´s offer.  The results from doing so are: 
 
. probit d y male_j 

 

Iteration 0:   log likelihood = -113.55237   

Iteration 1:   log likelihood = -68.373743   

Iteration 2:   log likelihood = -64.187937   

Iteration 3:   log likelihood = -64.116934   

Iteration 4:   log likelihood = -64.116904   

Iteration 5:   log likelihood = -64.116904   

 

Probit regression                                 Number of obs   =        200 

                                                  LR chi2(2)      =      98.87 

                                                  Prob > chi2     =     0.0000 

Log likelihood = -64.116904                       Pseudo R2       =     0.4354 

 

------------------------------------------------------------------------------ 

           d |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

           y |   .1567836   .0231961     6.76   0.000       .11132    .2022472 

      male_j |  -.5976406   .2668131    -2.24   0.025    -1.120585   -.0746966 

       _cons |  -3.933341   .6589175    -5.97   0.000    -5.224796   -2.641886 

------------------------------------------------------------------------------ 

 

We see that there is indeed evidence (p=0.025) that a male is less likely to accept an offer of 
a given size than a female.  So we may conclude that it is rational for the Proposer to offer 
more to male respondents.  
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3.7.2   The Proposer’s decision as a risky choice problem 
 
Let us remind ourselves of the relationship between the Proposer’s offer (y) and the 
Responder’s decision on whether to accept the offer (d).  In Section 2 (Figure 3), we 
demonstrated this relationship with the following graph. 
 

 
 
The probability of acceptance rises steeply with the amount of the offer, apparently reaching 
1 when the offer reaches 50% of the endowment (recall that the total endowment was 100 
tokens). 
 
So, we could look at the Proposer’s decision like this.  If the Proposer offers 50, he will keep 
50 for himself with probability 1; he will have a risk-free pay-off of 50.  If he offers only 40, his 
pay-off will rise to 60, but he will receive this with probability less than 1, and otherwise he 
will receive zero.  The lower the offer, the higher the possible pay-off, but the lower the 
probability of receiving this pay-off.  Hence we see that the Proposer’s decision can be 
analysed as a risky choice problem.   
 
In Section 3.2.3, the probit model was used to obtain the following formula for the probability 
of any offer y being accepted: 
 

    ˆ 1 3.855 0.144yP d      

 
Let us assume that the Proposer knows this probability formula.  Note that this amounts to 
the assumption of rational expectations. 
 
For the present purpose, let us treat the total endowment as one unit.  So, if the Proposer 
offers 50% of the endowment, their risk-free pay-off will be 0.5.  If they offer 40%, their 
uncertain payoff will be 0.6, and so on. 
 
The Excel file “proposers decision” contains the calculations necessary for the following 
analysis.  If we assume a particular risk aversion parameter, say r = 0.4, then we have an 
expression for the proposer’s expected utility from offering y: 
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Using this formula, we can plot EU against each possible offer: 
 

 
 
Figure 6: EU against offer with r=0.4 
 
From Figure 6, we can see that the optimal offer for a Proposer with r=0.4 is 40. 
 
We can then find the optimal offer for each risk attitude.  This is plotted in Figure 7. 
 

 
Figure 7: Optimal offer against r. 
 
We could then use this graph to deduce a Proposer’s risk-aversion parameter from 
knowledge of their offer.  For example, if they offer 47, their risk-aversion parameter must be 
0.95 (they are highly risk averse). 
 
Recall that 36 (18%) of the 200 proposers offered exactly 50% of their endowment.  Should 
we attribute this behaviour to extreme risk aversion?  Perhaps not.  Individuals who offer 
50% are likely to be doing so out of fairness considerations.  They want to give 50% 
because they think it is the fair allocation, not because they are worried about having an 
offer rejected. 
 
This sort of consideration leads us to a mixture model.  Mixture models will be covered in 
detail in the next Section.  One group from the population (around 18% it seems) are 
motivated by fairness and wish to share the endowment equally.  The other 82% are 
motivated by self interest and their degree of risk aversion dictates how much they offer, in 
accordance with the analysis above. 
 
Extending this idea, it is interesting to take a close look at the subjects who are motivated by 
fairness (let us label them “egalitarians”; they are sometimes also referred to as “equal-
splitters”). 
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. gen egal=y==50 

 

. tab egal 

 

       egal |      Freq.     Percent        Cum. 

------------+----------------------------------- 

          0 |        164       82.00       82.00 

          1 |         36       18.00      100.00 

------------+----------------------------------- 

      Total |        200      100.00 

 

As remarked above, 36 Proposers offer 50%.  Let us now investigate how these 36 divide by 
gender.  To investigate whether egalitarianism is related to gender, we require a chi-squared 
test. 
 

 
The chi-squared test 
 

 

. tab male_i egal, chi2 

 

           |         egal 

    male_i |         0          1 |     Total 

-----------+----------------------+---------- 

         0 |        66         25 |        91  

         1 |        98         11 |       109  

-----------+----------------------+---------- 

     Total |       164         36 |       200  

 

          Pearson chi2(1) =  10.1506   Pr = 0.001 

 

 

As we see in the table, 25 of the 91 females are egalitarian, while only 11 of the 109 males 
are so.  The significance of this difference is summarised with the chi-squared test, and the 
accompanying p-value indicates a strongly significant relationship between gender and 
egalitarianism. 
 
The chi-square test is the standard non-parametric test for testing the strength of a 
relationship between two discrete variables.  The two variables are often binary, as in the 
example above. 
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4:  Dealing with discrete heterogeneity: Finite Mixture 
Models 

 
4.1  Introduction 
 
Finite mixture models, or just mixture models, are a class of model that offer a means of 
separating subjects into different types.  Note that different types do not only exhibit different 
behaviour; the processes giving rise to behaviour also differ between types.  These models 
are labelled as “finite” mixture models because a finite number of types is being assumed.  
An “infinite” mixture model, if such a label were used, would correspond to a random 
coefficient model, or random effects model, in which it is assumed that there is continuous 
variable in some parameter indexing behavioural type. 
 
Finite mixture models are very important in experimetrics.  This is because it is becoming 
ever more widely accepted that different subjects are motivated in different ways, and to 
assume that all subjects operate according to one model is to disrespect these differences.  
Often average behaviour is tracked and interpreted in terms of the behaviour of a typical 
subject.  However, if there are different types of subject operating according to different 
decision processes, it is quite possible that average behaviour will not be a close 
representation of the actual behaviour of any of the subjects under study. 
 
There is more than one possible approach to the estimation of finite mixture models.  The 
approach that will be followed here is as follows.  Firstly, the total number of types in the 
population is decided, and a label is assigned to each.  Then a parametric model is specified 
for the behaviour of each type.  The parameters of these various models are estimated 
altogether, along with the “mixing proportions” – parameters which tell us what proportion of 
the population are of each type.  Once the model has been estimated, we can return to the 
data in order to determine the posterior probability of each individual subject being of each 
type. 
 
Note that there is no claim to be able to identify any individual subject as belonging to any 
particular type with certainty, although, in situations where data is informative, posterior type-
probabilities can be very close to one. 
 
This chapter commences with a simple, somewhat contrived, example: a mixture of two 
normal distributions.  Then we will consider more realistic examples: a fairness experiment; 
and a public goods experiment. 
 
4.2.  Mixture of two normal distributions 
 
Consider the variable y contained in the file mixture.  There are 1000 observations.  A 
histogram of the variable y is shown in Figure 1.  The distribution appears to be a mixture of 
two bell-shaped (i.e. probably normal) distributions, one with a mean around 3, the other with 
a mean around 6. 
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Figure 1: A histogram of the variable y in the file mixture.  
 
If y represents the decision made by subjects in an experiment (on this occasion, let us not 
concern ourselves about what decision is actually being made), we might say that subjects 
are of two types, and we would set about estimating the following mixture model: 
 

type 1:  2
1 1~ ,y N    

 

type 2:  2
2 2~ ,y N    

 

mixing proportions:         1 2 1P type p P type p    

 
The mixing proportions represent the proportions of the population who are of each type.  

Note that there are five parameters to be estimated:  1 1 2 2 and p. 
 
The density associated with a particular value of y, conditional on the subject being of type 1, 
is: 
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and the density conditional on being type 2 is: 
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Therefore the marginal density associated with an observation is obtained by combining (1) 
and (2) with the mixing proportions: 
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(3) is used as the likelihood contribution for each observation. 
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4.3 Posterior type probabilities 
 
Having estimated a mixture model, one obvious thing to do is to compute the posterior 
probabilities of each subject being of each type.  This involves Bayes’ rule.  For example, the 
posterior type 1 probability, given an observation y is: 
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A program which estimates the model and then computes and plots posterior probabilities is 
as follows: 
 
version 11 

 

clear 

program drop _all 

 

program define mixture 

 args lnf mu1 sig1 mu2 sig2 p 

 tempvar y f1 f2 

 

 quietly gen double `y'=$ML_y1 

 quietly gen double `f1'=(1/`sig1')*normalden((`y'-`mu1')/`sig1') 

 quietly gen double `f2'=(1/`sig2')*normalden((`y'-`mu2')/`sig2') 

 quietly replace `lnf'=ln(`p'*`f1'+(1-`p')*`f2') 

 

 quietly replace postp1=`p'*`f1'/(`p'*`f1'+(1-`p')*`f2') 

 quietly replace postp2=(1-`p')*`f2'/(`p'*`f1'+(1-`p')*`f2') 

 

 quietly putmata postp1, replace 

 quietly putmata postp2, replace 

  

 end 

 

  

use "mixture.dta", clear 

  

gen postp1=. 

gen postp2=. 

 

 

mat start=(3, 1.5, 6, 1.5, .5) 

ml model lf mixture (y= ) () () () () 

ml init start, copy 

 

ml maximize 

 

drop postp1 postp2 

 

getmata postp1 

getmata postp2 

 

sort y 

line  postp1 postp2 y , lpattern(l -) 
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As usual, it is necessary to specify starting values for the parameters being estimated.  
These are stored in the vector “start”.  In this case, the starting values have been obtained 
by examination of the histogram of y.  In other situations, starting values are obtained using 
simple estimation methods such as linear regression. 
 
The results from above are as follows: 
 
. mat start=(3, 1.5, 6, 1.5, .5) 

. ml model lf mixture (y= ) () () () () 

. ml init start, copy 

 

. ml maximize 

 

initial:       log likelihood = -2011.3634 

rescale:       log likelihood = -2011.3634 

rescale eq:    log likelihood = -1996.3558 

Iteration 0:   log likelihood = -1996.3558  (not concave) 

Iteration 1:   log likelihood =   -1976.13   

Iteration 2:   log likelihood = -1917.1572   

Iteration 3:   log likelihood = -1908.3489   

Iteration 4:   log likelihood = -1908.2805   

Iteration 5:   log likelihood = -1908.2805   

 

                                                  Number of obs   =       1000 

                                                  Wald chi2(0)    =          . 

Log likelihood = -1908.2805                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   2.981757   .0743116    40.13   0.000     2.836109    3.127405 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |   1.014725   .0499721    20.31   0.000     .9167818    1.112669 

-------------+---------------------------------------------------------------- 

eq3          | 

       _cons |   5.950353   .1158028    51.38   0.000     5.723384    6.177322 

-------------+---------------------------------------------------------------- 

eq4          | 

       _cons |   .9768524   .0721166    13.55   0.000     .8355064    1.118198 

-------------+---------------------------------------------------------------- 

eq5          | 

       _cons |   .6494311   .0296983    21.87   0.000     .5912235    .7076387 

------------------------------------------------------------------------------ 
 
We see that the estimates of the five parameters (with standard errors) are: 
 

                 
                 
                 
                 
                

 

Hence we see that 64.9% of the population comes from the distribution                , 
while the remaining 35.1% comes from                . 
 
However, when considering any particular observation, we might not be certain which one of 
the two distributions it comes from.  This is why the posterior probabilities are useful.  Note 
that the variables containing the posterior probabilities (postp1 and postp2) are generated 
inside the likelihood evaluation program.  In order to extract these variables, mata 
commands are required.  The putmata command is used from within the program, and the 
getmata command is used outside it. 
 
Below, we show the plot of the posterior probabilities against y.   
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sort y 

line  postp1 postp2 y , lpattern(l -) 

 
Figure 2: Posterior probabilities of type 1 and type 2 in the mixture data. 
 
This graph tells us that:  observations below 3 are almost certain to be from the first 
distribution; observations greater than 6 are almost certain to come from the second 
distributions.  For observations between 3 and 6, we cannot know with confidence which 
distribution applies.  For an observation with y=4.70, both distributions are equally likely to 
apply. 
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4.4 A fairness experiment 
 
This section presents our first example of the type of mixture model seen in experimental 
economics.  This example closely follows the contribution of Cappalen et al. (2007).   
 
Consider a dictator game in which the distribution phase is preceded by a production phase.  
There are two players, player 1 and player 2.  Each player is given an endowment of 30 at 
the start.  Each player (i) is randomly assigned a rate of return, ai.  ai can be either 2 or 4.  If 
ai is 2, any investment made by player i is doubled; if ai is 4, any investment made by player i 
is quadrupled.  Players are then asked how much they would like to invest in the production 
phase.  They must choose one of the amounts: 0, 10, 20.  Let qi be the amount invested by 

player i.  The total contribution by player i is then i ia q . 

 
The distribution phase follows.  Subjects are paired randomly.  Each is given information on 
the other’s rate of return (a), investment level (q) and total contribution (aq). 
 
Total earnings of the pair of players is given by: 
 

 1 1 2 2X a q a q 
  (5)

 

 
Each player is asked how much of the total earnings they would like to have for themselves, 
on the understanding that the other player receives the remainder.  Let yi be the amount that 
player i chooses to take for himself.  A coin is tossed to determine which player’s suggested 
distribution of total earnings is put into effect. 
 
Section 4.5 looks at the data, and Section 4.6 outlines a model for the determination of yi. 
 
 
  



70 

 

4.5 The data 
 
The data is contained in the file fairness.  There are 190 observations.  The first graph 
shows how the amount claimed by a single player is related to the total earnings of both 
players. 
 

 
Figure 3: Amount claimed against total earnings in fairness experiment. 
 
The second graph shows the distribution of the amount claimed as a proportion of total 
earnings.  The most important feature of this histogram is the high incidence of subjects 
claiming the whole amount for themselves.  This feature of the data needs to be explained in 
terms of upper censoring. 
 

 
Figure 4: Histogram of proportion of total claimed in fairness experiment. 
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4.6  A mixture model of fairness 
 
The theoretical model developed here is similar to that used by Cappalen et al. (2007).  
Individuals wish to maximize their own pay-off, but at the same time they have concerns of 
fairness.  Let us assume that an individual’s utility function is: 
 

  


  
2

2
k kU y y m  (6) 

 
where: k indicates which of three “fairness ideals” is being used (see below) 
 mk is the value of y that would be required to attain fairness ideal k 

  is a positive parameter representing the importance the individual attaches to 
their own pay-off. 

  is a positive parameter representing the importance the individual attaches to 
fairness. 

 
The utility maximizing choice of y is found by differentiating (6) and setting equal to zero: 
 

 

  0
k

k

k

U
y m

y

y m

 






   



  

 (7)

 

 
So, the optimal choice of y is simply the value of y required to attain the fairness ideal, plus a 

fixed positive “selfishness premium” /.  Obviously the parameters  and  are not 

separately identifiable; let us refer to the “selfishness premium” as , so: 
 

 ky m  
 (8)

 

 
The “fairness ideals” 
 
We assume that all subjects are motivated by one of three possible fairness ideals.  
Therefore there are three different subject types (player i is the player under consideration; 
player j is the other player): 
 

Type 1 (Egalitarian): 
2

E X
m    (i.e. wants to share total earnings equally, with no 

regard to who has generated the earnings) 
 

Type 2 (Libertarian): L
i im a q     (i.e. believes that players should be paid according 

to what they have earned themselves) 
 

Type 3 (Liberal Egalitarian): 
LE i

i j

q
m X

q q



   (i.e. believes that players should be paid in 

proportion to the amount they have 
invested (q), but that their rate of return 
(a) should not matter). 
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4.7   The Econometric Model 
 
The econometric model to be estimated is: 
 

Type 1 (Egalitarian): 
2

i
i

X
y    

 (9)
 

 

Type 2 (Libertarian): i i iy a q    
 (10)

 

 

Type 3 (Liberal Egalitarian):    i
i i

i j

q
y X

q q
 

 
 
 
 

  


 (11)

 

 
For the sake of simplicity, we assume that all three errors have the same variance: 
 

       2
1,iV V V      

 (12)
 

 
Let the mixing proportions be:  p1 , p2 , p3. 
 
The likelihood contribution for subject i is: 
 

 1 2 1 2

1 1 12 1

i
i i i

i i ji i i

q
X y X

y q qy a q
p p p p


 

  
     

  
    

       
    
    
      

 

 
   

   

 

   (13) 

The parameters to be estimated are: , , p1 , p2. 
 

Note that there are a number of subjects for whom 
i iy X ; i.e. they demand all of the total 

earnings for themselves, and wish to give nothing to the other player.  It is best to treat these 
observations as right-censored. 
 
Upper censored observations have the following likelihood contribution: 
 

 1 2 1 2
2 1

i
i

i

i
i i

i ji i

q
X X X

X q qa q X
p p p p






  

  
     

         
      
    
      

 


 

   

  

  (14)
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4.8   The Program and Results 
 
Firstly we estimate the model without accounting for the right censoring mentioned at the 
end of Section 4.7.  The program is: 
 
*generate variables representing fairness ideals (me, ml, mle) 

 

use "fairness.dta", clear 

 

gen me=x/2 

gen ml=a1q1 

gen mle=(q1/(q1+q2))*x 

 

*program without dealing with upper censoring 

 

version 11 

 

prog drop _all 

program define fairness1 

 args lnf d sig p1 p2 

 tempvar y f1 f2 f3 

 

 quietly gen double `y'=$ML_y1 

 quietly gen double `f1'=(1/`sig')*normalden((`y'-`d'-me)/`sig') 

 quietly gen double `f2'=(1/`sig')*normalden((`y'-`d'-ml)/`sig') 

 quietly gen double `f3'=(1/`sig')*normalden((`y'-`d'-mle)/`sig') 

 

 quietly replace `lnf'=ln(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

  

 quietly replace postp1=(`p1'*`f1')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

 quietly replace postp2=(`p2'*`f2')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

 quietly replace postp3=((1-`p1'-`p2')*`f3')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

  

 quietly putmata postp1, replace 

 quietly putmata postp2, replace 

 quietly putmata postp3, replace 

  

 end 

 

This gives the following results: 
 
. mat start=(20,10,.5,.2) 

. ml model lf fairness1 (y= ) () () () 

. ml init start, copy 

. ml maximize 

 

initial:       log likelihood = -721.49913 

rescale:       log likelihood = -721.49913 

rescale eq:    log likelihood = -721.49913 

Iteration 0:   log likelihood = -721.49913   

Iteration 1:   log likelihood = -704.32479   

Iteration 2:   log likelihood = -702.54855   

Iteration 3:   log likelihood = -702.53257   

Iteration 4:   log likelihood = -702.53256   

                                                  Number of obs   =        190 

                                                  Wald chi2(0)    =          . 

Log likelihood = -702.53256                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   24.01159    .710014    33.82   0.000     22.61998    25.40319 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |   8.654445   .5201766    16.64   0.000     7.634918    9.673973 

-------------+---------------------------------------------------------------- 

eq3          | 

       _cons |   .7512194   .0779304     9.64   0.000     .5984787    .9039602 

-------------+---------------------------------------------------------------- 

eq4          | 

       _cons |   .1368392   .0729746     1.88   0.061    -.0061884    .2798668 

------------------------------------------------------------------------------ 
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.  

. nlcom p3: 1-[eq3]_b[_cons]-[eq4]_b[_cons] 

 

          p3:  1-[eq3]_b[_cons]-[eq4]_b[_cons] 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

          p3 |   .1119414   .0897721     1.25   0.212    -.0640087    .2878915 

------------------------------------------------------------------------------ 

 

Note that only 2 of the mixing proportions are estimated; the third is deduced using the 
NLCOM command.  The estimates are: 
 

               
              
               
               
               

 
We see that type 1 (egalitarian) is the dominant type, with 75% of the population being of 
this type.  The remainder of the population divide roughly evenly between type 2 (libertarian) 
and type 3 (liberal egalitarian).  We also see that the “selfishness premium” is estimated to 
be 24.01, meaning that a typical subject will claim 24 units more than what their “fairness 
norm” would dictate. 
 
Next, we estimate the model that does account for the right censoring.  The program is: 
 
*program dealing with upper censoring 

 

version 11 

 

program define fairness2 

 args lnf d sig p1 p2 

 tempvar y f1 f2 f3 

 

 quietly gen double `y'=$ML_y1 

 quietly gen double `f1'=(1/`sig')*normalden((`y'-`d'-me)/`sig') if y<x 

 quietly replace  `f1'=normprob((`d'+me-x)/`sig') if y==x 

 quietly gen double `f2'=(1/`sig')*normalden((`y'-`d'-ml)/`sig') if y<x 

 quietly replace  `f2'=normprob((`d'+ml-x)/`sig') if y==x 

 quietly gen double `f3'=(1/`sig')*normalden((`y'-`d'-mle)/`sig') if y<x 

 quietly replace  `f3'=normprob((`d'+mle-x)/`sig') if y==x 

 

 quietly replace `lnf'=ln(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

  

 quietly replace postp1=(`p1'*`f1')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

 quietly replace postp2=(`p2'*`f2')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

 quietly replace postp3=((1-`p1'-`p2')*`f3')/(`p1'*`f1'+`p2'*`f2'+(1-`p1'-`p2')*`f3') 

  

 quietly putmata postp1, replace 

 quietly putmata postp2, replace 

 quietly putmata postp3, replace 

   

 end 
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The results are: 
 

. mat start=(20,10,.5,.2) 

. ml model lf fairness2 (y= ) () () () 

. ml init start, copy 

. ml maximize 

 

initial:       log likelihood = -631.00437 

rescale:       log likelihood = -631.00437 

rescale eq:    log likelihood = -631.00437 

Iteration 0:   log likelihood = -631.00437   

Iteration 1:   log likelihood = -625.63605   

Iteration 2:   log likelihood = -605.29235   

Iteration 3:   log likelihood = -604.50138   

Iteration 4:   log likelihood = -604.49767   

Iteration 5:   log likelihood = -604.49767   

 

                                                  Number of obs   =        190 

                                                  Wald chi2(0)    =          . 

Log likelihood = -604.49767                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   25.96862   .8706376    29.83   0.000      24.2622    27.67504 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |    10.2665   .7167169    14.32   0.000     8.861761    11.67124 

-------------+---------------------------------------------------------------- 

eq3          | 

       _cons |   .7242875   .0907776     7.98   0.000     .5463666    .9022084 

-------------+---------------------------------------------------------------- 

eq4          | 

       _cons |    .180749   .0904159     2.00   0.046      .003537    .3579609 

------------------------------------------------------------------------------ 

 

.  

. nlcom p3: 1-[eq3]_b[_cons]-[eq4]_b[_cons] 

 

          p3:  1-[eq3]_b[_cons]-[eq4]_b[_cons] 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

          p3 |   .0949635   .1065983     0.89   0.373    -.1139653    .3038923 

------------------------------------------------------------------------------ 

 

The estimates are; 

               
               
               
               
               

 
We see that dealing with upper censoring has reduced the estimate of the proportion of 
egalitarians, with a corresponding increase in the estimate of the proportion of libertarians.  
We also note that the estimate of the selfishness premium has also risen. 
 
All of these differences are explained in terms of upper-censored observations representing 
constrained selfishness.  By building in the censoring to the model, more widespread 
selfishness (e.g. libertarianism; higher selfishness premium) is revealed. 
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Finally, the posterior probabilities are plotted in the graph.  The probabilities of the first two 
types are measured on the axes, meaning that the probability of the third type (liberal 
egalitarian) is represented by the distance from the downward-sloping line. 
 

 
Figure 5: Posterior type probabilities in fairness experiment 
 
The majority of observations being in the bottom-right region of the triangle is consistent with 
our conclusion that the majority of the population are egalitarian.  A small number of subjects 
have a high probability of being libertarian.  No subjects appear to have a high probability of 
being Liberal Egalitarian (although recall that we predict 9% of the population to be Liberal 
Egalitarian). 
 
 
  

0
.2

.4
.6

.8
1

P
ro

b
a
b

ili
ty

 L
ib

e
rt

a
ri

a
n

0 .2 .4 .6 .8 1
probability egalitarian



77 

 

4.9  A Level-k Model for The Beauty Contest Game 
 

Nagel’s (1995) “Beauty Contest” game takes the following form. 

Each player chooses a whole number between 0 and 100.  The winner is the player whose 

number is closest to 2/3 of the average for the entire group. 

Let us imagine that this game has been played in a large lecture theatre, with 500 players.  

Simulated data is contained in the file beauty_sim.  The distribution of simulated guesses is 

shown below. 

 

We see that the distribution is multi-modal, with clear modes at around 33 and 22. 

A useful approach to modelling behaviour in this game is the level-k model, a simple version 

of which is as follows.  We first assume that there are a group of individuals in the population 

who select a number completely at random, from a uniform distribution on [0, 100].  Strictly 

speaking, we further assume that this draw is rounded to the nearest integer.  These 

individuals are labelled “level-0 reasoners”.  Then, there is a group who assume that all other 

players are level-0 reasoners, inferring that the mean guess will be around 50, and therefore 

that the best guess is 33 (being the closest integer to 2/3 of 50).  Next, there is a group who 

assume that all others are level-1, with a mean guess of 33, so that the best guess for this 

type of individual is 22; these are level-2 reasoners.  This sequence continues.  Level-3 

reasoners will guess 15.  Level-4 reasoners will guess 10, and so on. 

Note that if every player had immaculate powers of reasoning, they would all supply a guess 

of 0, and they would all be correct and share the prize.  However, needless to say, this is not 

what happens when the game is played with real subjects, 

The estimation problem is to use the data shown in the histogram to estimate the proportion 

of the population who are of each type.  We require a parametric model.  We assume that 

there are a finite number (J+1) of types, and the maximum level of reasoning is level J. 
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Apart from Level-0 reasoners, who are assumed to choose from a uniform distribution, we 

assume that an individual’s choice is the best guess for an individual of their type, plus a 

random normally distributed error with mean zero and standard deviation .  That is, we 

assume that if jy 
 is the best guess for type j, then the actual guess (y) will be determined 

by: 

    * 2~ 0, 1, ,jy type j y N j J      

These assumptions give us the conditional density functions for each type: 

 

 
*

| 0 1/101 0 100

1
| 0 100 1...

j

f y L y

y y
f y Lj y j J

 

  

 
    

 
 

 

We also assume that the population is made up of the J+1 types with mixing proportions 

0 1, , , Jp p p .  Combining the mixing proportions with the conditional densities gives us the 

sample log-likelihood (for a sample of guesses , 1, ,iy i n ): 

 

*

0

1 1

1
ln

101

n J
i j

j
i j

y yp
LogL p 

  

  
    

    
   

The code required to maximise this log-likelihood function (with J=4) is: 

 

program define beauty_mixture 

 args lnf  p1 p2 p3 p4 sig 

 tempvar y f0 f1 f2 f3 f4 

 

 quietly gen double `y'=$ML_y1 

 quietly gen double `f0'=0.01 

 quietly gen double `f1'=(1/`sig')*normalden((`y'-33.5)/`sig') 

 quietly gen double `f2'=(1/`sig')*normalden((`y'-22.4)/`sig') 

 quietly gen double `f3'=(1/`sig')*normalden((`y'-15.0)/`sig') 

 quietly gen double `f4'=(1/`sig')*normalden((`y'-10.1)/`sig') 

  

 quietly replace `lnf'=ln((1-`p1'-`p2'-`p3'-`p4')*`f0' +`p1'*`f1' 

+`p2'*`f2'+`p3'*`f3'+`p4'*`f4') 

  

 end 

 

mat start=(0.05, 0.4, 0.15, 0.20, 4) 

ml model lf beauty_mixture (y= ) () () () () 

ml init start, copy 

 

ml maximize 

 

nlcom p0: 1-[eq1]_b[_cons]-[eq2]_b[_cons]-[eq3]_b[_cons]-[eq4]_b[_cons] 
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Note that the four mixing proportions 1 4, ,p p are estimated, and then an estimate of p0 is 

deduced using the delta method.  The results are: 

 

. ml maximize 

 

initial:       log likelihood = -2254.0301 

rescale:       log likelihood = -2174.7808 

rescale eq:    log likelihood =  -1925.083 

Iteration 0:   log likelihood =  -1925.083   

Iteration 1:   log likelihood = -1923.0584   

Iteration 2:   log likelihood = -1922.9746   

Iteration 3:   log likelihood = -1922.9745   

 

                                                  Number of obs   =        500 

                                                  Wald chi2(0)    =          . 

Log likelihood = -1922.9745                       Prob > chi2     =          . 

 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

eq1          | 

       _cons |   .3984423   .0236365    16.86   0.000     .3521156    .4447691 

-------------+---------------------------------------------------------------- 

eq2          | 

       _cons |   .2084518   .0200056    10.42   0.000     .1692415    .2476621 

-------------+---------------------------------------------------------------- 

eq3          | 

       _cons |   .0501622   .0127682     3.93   0.000     .0251369    .0751875 

-------------+---------------------------------------------------------------- 

eq4          | 

       _cons |   .0521767   .0124658     4.19   0.000     .0277442    .0766092 

-------------+---------------------------------------------------------------- 

eq5          | 

       _cons |   1.845235   .0990088    18.64   0.000     1.651181    2.039289 

------------------------------------------------------------------------------ 

 

          p0:  1-[eq1]_b[_cons]-[eq2]_b[_cons]-[eq3]_b[_cons]-[eq4]_b[_cons] 

------------------------------------------------------------------------------ 

           y |      Coef.   Std. Err.      z    P>|z|     [95% Conf. Interval] 

-------------+---------------------------------------------------------------- 

          p0 |    .290767   .0266095    10.93   0.000     .2386134    .3429206 

------------------------------------------------------------------------------ 

 

  

We see that the mixing proportions and the standard deviation of the error term are 
estimated to be: 
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ˆ 0.208 0.020

ˆ 0.050 0.013
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APPENDIX 

 
Table A1: The 50 choice problems, with mean absolute valuation differentials and mean 
decision times (in seconds).  The money amounts are $0, $10, and $20. 
 
tt p1 p2 p3 q1 q2 q3 complex mean|| mean_dt 

1 .05 0 .95 0 1 0 1 .239 3.49 
2 .09 0 .91 0 1 0 1 .175 3.62 
3 .11 0 .89 0 1 0 1 .145 4.11 
4 .13 0 .87 0 1 0 1 .117 4.33 
5 .15 0 .85 0 1 0 1 .09 4.6 
6 .17 0 .83 0 1 0 1 .066 5.09 
7 .19 0 .81 0 1 0 1 .048 6.24 
8 .22 0 .78 0 1 0 1 .041 5.59 
9 .26 0 .74 0 1 0 1 .061 5.36 
10 .3 0 .7 0 1 0 1 .097 4.17 
11 .35 0 .65 0 1 0 1 .154 3.77 
12 .4 0 .6 0 1 0 1 .209 3.25 
13 .45 0 .55 0 1 0 1 .264 2.97 
14 .5 0 .5 0 1 0 1 .318 2.78 
15 .6 0 .4 0 1 0 1 .426 3.41 
16 .75 0 .25 0 1 0 1 .59 2.77 
17 .9 0 .1 0 1 0 1 .775 3.07 
18 .5 0 .5 .48 .52 0 2 .16 3.9 
19 .5 0 .5 .44 .56 0 2 .127 4.83 
20 .5 0 .5 .42 .58 0 2 .111 5.07 
21 .5 0 .5 .4 .6 0 2 .095 4.35 
22 .5 0 .5 .38 .62 0 2 .078 5.01 
23 .5 0 .5 .36 .64 0 2 .062 5.23 
24 .5 0 .5 .34 .66 0 2 .046 5.47 
25 .5 0 .5 .32 .68 0 2 .033 6.66 
26 .5 0 .5 .3 .7 0 2 .027 6.49 
27 .5 0 .5 .28 .72 0 2 .03 6.61 
28 .5 0 .5 .26 .74 0 2 .038 6.52 
29 .5 0 .5 .24 .76 0 2 .048 6.35 
30 .5 0 .5 .22 .78 0 2 .062 5.92 
31 .5 0 .5 .2 .8 0 2 .08 5.24 
32 .5 0 .5 .16 .84 0 2 .117 4.95 
33 .5 0 .5 .1 .9 0 2 .179 4.41 
34 .5 0 .5 .02 .98 0 2 .28 3.96 
35 .39 .2 .41 .2 .6 .2 3 .105 4.88 
36 .38 .2 .42 .2 .6 .2 3 .094 5.39 
37 .36 .2 .44 .2 .6 .2 3 .072 6.23 
38 .34 .2 .46 .2 .6 .2 3 .05 6.82 
39 .32 .2 .48 .2 .6 .2 3 .028 7.44 
40 .3 .2 .5 .2 .6 .2 3 .015 8.05 
41 .28 .2 .52 .2 .6 .2 3 .02 7.71 
42 .27 .2 .53 .2 .6 .2 3 .03 7.04 
43 .26 .2 .54 .2 .6 .2 3 .041 6.42 
44 .25 .2 .55 .2 .6 .2 3 .053 6.37 
45 .24 .2 .56 .2 .6 .2 3 .065 6.03 
46 .23 .2 .57 .2 .6 .2 3 .077 5.44 
47 .25 .75 0 .5 .5 0 2 .209 3.44 
48 0 .25 .75 0 .5 .5 2 .072 5.17 
49 .25 0 .75 .25 .25 .5 2 .072 5.07 
50 .25 .25 .75 .25 .5 .25 3 .428 3.81  
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